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Abstract

Diffusion models for 3D molecular geometry almost universally adopt an isotropic
Gaussian prior, whose Frobenius-norm scale ov/3n is governed by the noise level
and atom count rather than by chemistry, producing a scale mismatch whose effects
grow with n and yield high spatial entropy and unstable early trajectories. We
introduce Shell-guided Spherical Diffusion (SSD), a model-agnostic framework
that replaces the Gaussian prior with a chemically scaled spherical-shell initializa-
tion and augments both the forward and reverse processes with coordinated radial
attraction, short-range repulsion, and an SE(3)-equivariant correction field. This
joint design of initialization and dynamics is essential: neither a shell alone nor
radial fields alone reproduces the stability or accuracy of SSD. We evaluate SSD
across five representative coordinate-space backbones—GeoDiff, SubGDiff, EDM,
SemlaFlow-style flow matching, and MCF—each under its canonical evaluation
protocol. SSD consistently improves both quality and diversity under identical
training and sampling budgets, upgrading weaker backbones such as GeoDiff and
EDM to match or surpass stronger diffusion-, VAE-, and flow-based baselines. SSD
therefore serves as a plug-in geometric enhancement that strengthens coordinate-
space molecular generation models without modifying their architectures, loss
functions, or training pipelines.

1 Introduction

Generating accurate 3D molecular structures is a core problem in computational chemistry, molecular
design, and drug discovery [Hawkins, 2017, |[Kitchen et al., 2004} |[Schneider, [2018]]. Classical
conformer generators based on stochastic search or physics-based force fields often struggle with
efficiency and scalability, especially for large or flexible molecules. Recent deep generative models
alleviate these limitations by learning molecular geometry distributions directly from data [Mansimov
et al.,|2019,|Gomez-Bombarelli et al., 2018, Walters and Barzilayl 2020 [Polykovskiy et al.,|2020],
with diffusion-based coordinate generators achieving state-of-the-art performance on GEOM-QM9
and GEOM-Drugs [Ramakrishnan et al., 2014} |/Axelrod and Gomez-Bombarelli, [2022].

Diffusion-based coordinate models are used in two settings: conditional generation, which lifts a
molecular graph into 3D [Xu et al.,[2022, |Shi et al., 2021} |[Zhang et al.| 2024]], and unconditional
refinement, which denoises a noisy 3D geometry [Hoogeboom et al.,[2022, [Hua et al., 2024, Morehead
and Cheng, [2024} [rwin et al., [2025] [Dunn and Koes| 2024]]. Despite architectural differences, nearly
all such models adopt an isotropic Gaussian prior for initialization. By the Gaussian Annulus
Theorem [Blum et al., [2020} |Vershynin, [2018]], a 3n-dimensional Gaussian concentrates on a thin
shell of Frobenius-norm radius o7v/3n (Appendix , set by the noise level and atom count rather
than by any chemical quantity. This mismatch with the molecule’s own scale distorts score magnitudes
and yields long, scale-inconsistent denoising trajectories, with effects that grow with n (Section[4.5).
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Figure 1: SSD vs. Gaussian-based diffusion. In both panels, r denotes the initialization radius:
T = 1$SD ~ Tchem fOr SSD (chemically calibrated), and r = rgayss ~ orv/3n for Gaussian baselines
(dimension-driven, where n is the number of atoms and o7 is the terminal noise level). (Left)
SSD initializes on a chemically scaled spherical shell and follows a direct, stable pathway. The
reverse process is guided by three structured drifts—radial attraction, short-range repulsion, and
SE(3)-equivariant correction—shown below the shell. (Right) Gaussian-based models drift toward a
high-dimensional prior whose radius is determined solely by dimensionality, creating a severe scale
mismatch with chemical reality and resulting in long, wandering trajectories.

To address this issue, we propose Shell-guided Spherical Diffusion (SSD), a geometry-aware
framework that introduces structure into both initialization and dynamics (Figure [T} Left). In contrast
to Gaussian baselines that combine an isotropic prior with unstructured, undirected noise, SSD pairs
a chemically scaled spherical-shell prior with structured, directional, geometry-aware dynamics.
Specifically, SSD replaces the Gaussian prior with a dataset-adaptive spherical shell that matches
the typical radius of training conformations. Shell initialization alone is insufficient; SSD therefore
couples it with shell-aware dynamics: (i) forward and reverse radial attraction that aligns global
attraction with molecular scale, (ii) short-range repulsion that enforces a minimum separation d;p,
and (iii) an SE(3)-equivariant correction that refines local structure. Together, these components
suppress long-range Gaussian drift, reduce spatial entropy, and produce a consistent shell-to-structure
generative pathway. We further extend these ideas to deterministic ODE generators via SSD-Flow, a
coordinate-space flow matching model that incorporates the same shell prior and geometry-aware
drifts.

SSD provides a unified geometry-aware formulation applicable across coordinate-based molecular
generators (see Appendix [N]for detailed scope discussion). Our main contributions are: (i) Shell-
aligned formulation: We identify the Gaussian concentration radius as a non-chemical artifact
and introduce a chemically scaled shell with shell-aware forward/reverse drifts, yielding a stable
thin-shell diffusion process (Sec.[3] Appendix [J). (ii) Consistent backbone improvements: SSD
improves five representative backbones—GeoDiff [Xu et al.,2022]], SubGDiff [Zhang et al., 2024],
EDM [Hoogeboom et al.,|2022], SemlaFlow-style flow matching [Irwin et al.,[2025|], and MCF [Wang
et al., 2024]]—under identical training and sampling budgets, upgrading weaker models to match
or surpass stronger diffusion, VAE, and flow-based baselines (Sec. . (iii) Efficiency, stability,
and scalability: SSD accelerates convergence (Sec. [4.3), remains robust under reduced step budgets
(Sec.[4.4), reduces spatial entropy (Sec. [4.6), and yields growing gains on larger molecules (e.g.,
+32.5 COV-R for > 50-atom GEOM-Drugs molecules; Sec.[d.5] Appendix [L.6), where Gaussian
baselines degrade most. To facilitate reproducibility, we release all code, datasets, and pretrained
checkpoints, available aﬂ

2 Preliminaries

We represent a molecule by its atomic coordinates xg = {x((f) 17, € R™*3, where n is the number of
atoms. Molecular conformations are defined only up to global translations and rotations, motivating

Code and datasets for SSD are available at: https://github.com/ShellDiffusion/SSD-ShellDiffusion.
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the use of isotropic noise processes and SE(3)-equivariant neural architectures in coordinate-space
generative models.

2.1 Task settings and geometric structure

Coordinate-based diffusion models are used in two settings: (i) conditional generation, which maps a
molecular graph to a 3D conformation; and (ii) unconditional refinement, which denoises a noisy
geometry into a chemically valid structure. Both settings use a Gaussian prior x7 ~ N(0,0%1),
whose Frobenius-norm concentration radius o7v/3n (Appendix B) is mismatched to molecular scale,
motivating SSD’s spherical-shell initialization.

2.2 SE(3)-equivariance

Since molecular structures have no absolute position or orientation, a coordinate-space generative
model should transform consistently under the special Euclidean group. For a rigid motion g(x) =
Rx +t with R € SO(3) and t € R3, a function f : R"*3 — R"*3 is SE(3)-equivariant if
f(g(x)) = g(f(x)). SE(3)-equivariance is satisfied by existing backbones such as GeoDiff [Xu
et al.} 2022], SubGDiff [Zhang et al., 2024]], and EDM [Hoogeboom et al., 2022[]. SSD preserves
this symmetry because all additional drift terms depend only on normalized directions or pairwise
displacements, which rotate covariantly and are translation-invariant.

2.3 Diffusion models

Denoising diffusion probabilistic models [Ho et al.,[2020] define a forward SDE dx; = f(x,t) dt +
g(t)dw; and a corresponding reverse-time SDE [Song et all [2021]: dx; = ( f(xe,t) —

g(t)? so(x¢,t)) dt + g(t) dw,, where sy approximates Vy, logp¢(x;). Removing the stochastic
term yields the deterministic probability-flow ODE.

Relation to SSD. SSD follows the same diffusion formalism but replaces the Gaussian prior with
a chemically scaled spherical-shell initialization and augments the dynamics with forward and
reverse radial attraction, short-range repulsion, and an SE(3)-equivariant correction. These additions
reshape the diffusion marginals into thin-shell distributions aligned with molecular geometry while
remaining fully compatible with score-based training.

3 Methodology

Shell-guided Spherical Diffusion (SSD) consists of two jointly designed components: (i) a spherical-
shell initialization that replaces the Gaussian prior, and (ii) shell-aware drift fields in both forward
and reverse processes. Together, they constrain the generative trajectory to a stable, low-entropy,
shell-to-structure pathway.

Centering and shell initialization. To remove global translations, every state is centered to
zero center of mass: x < x — %L Z;;l x("). SSD then initializes all atoms on a spherical shell
of dataset-adaptive radius rssp, calibrated to the mean radius of centered training conformations
(Figure E], Table B]); we write r for rggp in this section. Crucially, rssp is a fixed dataset-level
constant: a per-molecule radius would make pr conditional on molecular identity, breaking its
role as a valid unconditional marginal in the diffusion formalism, and empirically yields < 0.3%
improvement (Appendix [L.3). We draw n random Gaussian vectors and normalize each to radius 7

xg) =7 v /||v®], v() ~ N(0, ), and then re-center the resulting configuration. After centering,
the empirical center of mass is zero by construction, while individual atomic radii deviate from r by
O(r/+/n)—a residual that is absorbed into the thin-shell thickness 7 analyzed in Appendix [H| The
measured relative thickness is 7/r < 0.25 on QM9 and Drugs (Appendix . Atoms are assigned via
a random permutation 7 resampled per trajectory; this is essential—deterministic nearest-distance
matching collapses performance (Appendix [L.4).



Forward SDE. The forward process replaces Gaussian drift with a normalized directional attraction
that guides each atom toward its assigned shell point at uniform speed a;:

f(i)(Xt»t) = at%. (D
g = x|

The normalization yields a uniform absolute drift speed: each atom’s distance to its assigned
shell point contracts linearly at rate o, independent of the initial distance. This contrasts with
Ornstein—Uhlenbeck dynamics, whose exponential restoring force makes the convergence rate
scale with the current distance, producing a wide spread of effective timescales when atoms are
initialized at different distances. The linear, distance-independent contraction yields a tighter shell
concentration during the late forward phase (formal analysis in Appendix [J). The forward SDE is
dx\" = fO(x,,t)dt + oy dw'? with oy < 1. With o¢ = 0, all atoms reach the radius-r shell
exactly; with small o; > 0 and after centering, the resulting forward marginal is a thin spherical layer
of thickness 7 <  jointly determined by Brownian broadening and the O(r/+/n) centering residual
(Appendix [H). During training, this SDE is not simulated: samples are drawn in closed form around
its deterministic (o; = 0) path, x; = X; + T:€ (Appendix@ item C5).

Reverse SDE. SSD initializes the reverse process from the same shell distribution, ensuring a direct
geometric path from shell to structure. The reverse process is a geometry-guided hybrid sampler: it is
not derived as the time reversal of the forward process. The reverse drift consists of three components:

dxgi) = [Vg)d + vﬁ?p + véé{,m} dt + oy dvvgi), where (i) radial attraction guides the shell inward at
(i)

uniform speed v, ; = —oy xii) / Hx@ ||, mirroring the forward dynamics; (ii) score-based correction
refines local geometry via an SE(3)-equivariant network L 02 s9(x¢,t)"; and (iii) short-range

repulsion prevents atomic collapse by enforcing minimum separation dy;y:
©)

i)
dmin - dL] Xyt — Xy
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Unified radial framework. Both forward and reverse processes employ normalized radial attrac-
tion—drift along the direction connecting atoms to target points. Forward: each atom targets its
assigned shell point ng @) (distributed radial directions); Reverse: all atoms target the shell center
(unified inward contraction). This symmetric design replaces the exponential convergence hetero-
geneity of OU dynamics with linear, distance-independent contraction, yielding tightly concentrated,

geometry-aligned trajectories (deterministic analysis in Appendix [J.T).

Training, inference, and equivariance. SSD instantiates two training paradigms depending on the
backbone: denoising score matching for diffusion-based backbones (SSD-GeoDiff, SSD-SubGDiff,
SSD-EDM, SSD-MCEF), and flow matching for SSD-Flow. In both cases, the corruption process
(or probability path) is built from the SSD forward dynamics rather than a Gaussian, ensuring the
learned network is geometry-aware from training rather than only at inference. The training loss form
and optimization remain unchanged from each backbone; only the data corruption mechanism and
the corresponding regression target differ (details in the Appendix [K); SSD-Flow additionally uses
a coordinate-space encoder (Appendix [M.I)). Inference uses the same shell initialization, with the
stochastic term optionally kept for thin-shell diversity or removed for deterministic sampling; SSD
remains stable under reshuffled atom—shell assignments, confirming it does not rely on brittle ordering
heuristics. Finally, SSD preserves SE(3)-equivariance by construction: all added drift terms depend
only on normalized directions or pairwise displacements, which transform covariantly under rotations
and are translation-invariant (proof in Appendix|[I). A detailed clarification of the relationship between
SSD’s forward, reverse, and training procedures and standard score-based diffusion theory—including
the role of the OU description, the choice of isotropic reverse drift, training under SSD forward
marginals, and the role of v,.,—is provided in Appendix[J.5]

4 Experiments

Evaluation Settings and Datasets. We evaluate SSD on the GEOM-QM?9 [Ramakrishnan et al.,
2014]] and GEOM-Drugs [Axelrod and Gomez-Bombarelli, [2022]] benchmarks, the standard testbeds



for coordinate-space molecular generation. The two span markedly different geometric scales—
rssp = 6.37 A for QMO (small rigid molecules) vs. 21.16 A for Drugs (large flexible drug-like
structures), a 3.3 x range that itself constitutes a substantial distribution shift. Both are adopted by
nearly all coordinate-space backbones [[Xu et al., 2022, |Zhang et al., {2024, Hoogeboom et al.| 2022,
Hua et al.| 2024} [Wang et al.} 2024, Morehead and Cheng}, 2024}, [Irwin et al., [2025]], enabling fair
comparison under identical preprocessing (Appendix [E} further OOD discussion in Appendix [L.8).

Evaluation Metrics. Each backbone and its SSD-enhanced variant is evaluated strictly under its
canonical protocol. Conditional models (GeoDiff, SubGDiff, and their SSD counterparts) follow the
SubGDiff evaluation protocol [Zhang et al., |2024]]; unconditional refinement models (EDM, Sem-
laFlow, SSD-EDM, SSD-Flow) follow the SemlaFlow protocol [Irwin et al., 2025[; and MCF/SSD-
MCEF follow the original Conformer Fields protocol [Wang et al.,|2024]]. Across all settings, thresholds,
alignment rules, RMSD criteria, and duplicate filtering remain unchanged. We report COV-R/COV-P
(diversity, 1) and MAT-R/MAT-P in A (quality, |) for conditional generation, and Atom/Mol Stability,
Validity, and Uniqueness (all 1, in %) for unconditional refinement. Unless otherwise specified, COV
and MAT scores are reported as means; full definitions are provided in Appendix D}

Computational Cost. SSD introduces no additional learnable parameters for coordinate-space
diffusion backbones, and its added drift fields (radial attraction and repulsion) are closed-form and
computationally negligible. Training and inference time therefore remain effectively unchanged
(e.g., SubGDiff [Zhang et al.,[2024] — SSD-SubGDiff). For latent-flow architectures, SSD-Flow
replaces SemlaFlow’s [Irwin et al.,[2025]] heavier encoder with a lightweight EDM-style [Hoogeboom
et al., [2022] encoder while keeping the flow formulation, network depth, and number of function
evaluations (NFEs) identical. This reduces computational cost without altering the underlying
refinement dynamics. A full parameter and wall-clock comparison is provided in Appendix

Baselines and Training Settings. We evaluate SSD on five representative coordinate-space back-
bones: GeoDiff [Xu et al.,[2022]], SubGDiff [Zhang et al.| 2024]], EDM [Hoogeboom et al.,[2022],
SemlaFlow-style flow matching [Irwin et al., 2025]], and MCF [Wang et al.,|2024]]. We follow their
official implementations and protocols exactly to isolate SSD’s contribution. SSD acts as a plug-in
enhancement that replaces Gaussian initialization with spherical-shell priors and adds structured
dynamics, without modifying backbone architectures, loss functions, or sampling budgets. We
additionally introduce SSD-Flow, which adapts SemlaFlow to coordinate-space flow matching using
an EDM-style corruption process while retaining original substructure features. Detailed baseline
descriptions, coordinate updates, and training configurations are provided in Appendices|C] [F} and [K]

4.1 Main Results

This section summarizes our main empirical findings. SSD provides consistent improvements across
five representative coordinate-space backbones—GeoDiff [Xu et al.|[2022]], SubGDiff [Zhang et al.|
2024], EDM [Hoogeboom et al., [2022]], SemlaFlow-style flow matching [Irwin et al., 2025]], and
MCEF [Wang et al., 2024]—each evaluated under the standard protocol used for its category (SubGDiff
protocol for GeoDiff/SubGDiff, SemlaFlow protocol for EDM/SemlaFlow, and the original MCF
protocol for MCF). All models are trained with identical preprocessing, hyperparameters, and
sampling budgets. As shown in Table[T} SSD strengthens every backbone without adding parameters
or increasing training cost. Three-seed statistics (TableE]) confirm the SubGDiff, EDM, and SSD-
Flow gains; the MCF gain on GEOM-Drugs (4+0.76) is not statistically significant. In particular,
weaker coordinate-based models such as GeoDiff and EDM benefit substantially from shell-guided
dynamics and achieve performance comparable to, or surpassing, larger diffusion, VAE, and flow-
based methods as reported in their papers; these cross-paper comparisons are secondary to the paired
ones.

To demonstrate model-agnostic behavior, Appendix [G|reports extended comparisons with a broader
range of molecular generative models, including diffusion-, equivariant-, and flow-based approaches
[Xu et al., 2021alb, |Ganea et al., 2021, Jing et al., 2022, |Wang et al., 2024, Morehead and Cheng,
2024, Dunn and Koes| 2024] [Xu et al., 2023, [Hua et al., [2024]. Across these diverse architec-
tures and training regimes, the same pattern emerges: SSD consistently improves coordinate-space
backbones when evaluated under their native protocols, confirming that its gains stem from geometry-
aware initialization and dynamics rather than backbone-specific architectural changes. A controlled



Table 1: Results for conditional generation under SubGDiff protocol (top), conditional generation
under MCF protocol (middle), and unconditional refinement under SemlaFlow protocol (bottom).
GeoDiff and SubGDiff are evaluated under the SubGDiff protocol; EDM and SemlaFlow follow the
SemlaFlow protocol. MCF is evaluated under its original MCF protocol, as the original work did not
report results under the SubGDiff protocol. Each backbone is shown in both its original form and
its SSD-augmented variant. Bold indicates improvement over the corresponding backbone, and “-”
denotes metrics not reported in the original papers. SSD entries are single runs (training seed 42);
three-seed statistics for representative pairs are in Table

Conditional Generation (QM9 & Drugs) — SubGDiff Protocol

Model Dataset COV-R 1 COV-P 1 MAT-R | MAT-P |
mean median mean median mean median | mean  median

GeoDiff QM9 80.36 83.82 53.66 50.85 0.2820 0.2799 | 0.6673 0.4214

SSD-GeoDiff QM9 92.00 93.80 61.40 59.75 0.2425 0.2508 | 0.4188 0.4136

GeoDiff Drugs 64.12 75.56 52.79 50.29 - - - -

SSD-GeoDiff Drugs 91.69 94.86 70.23 68.11 0.8463 0.8247 | 1.1543 1.0894

SubGDiff QM9 90.91 95.59 50.16 48.01 0.2460 0.2351 | 0.6114 0.4791

SSD-SubGDiff | QM9 93.20 96.10 63.50 61.80 0.2380 0.2300 | 0.4100 0.4050

SubGDiff Drugs 76.16 86.43 - - 1.0003  0.9905 - -

SSD-SubGDiff | Drugs 92.50 95.80 71.10 69.00 0.8300 0.8100 | 1.1400 1.0700

Conditional Generation (QM9 & Drugs) — MCF Protocol

MCF QM9 95.00 100.00 93.70 100.00 | 0.1030 0.0440 | 0.1190 0.0550

SSD-MCF QM9 96.15 100.00 94.61 100.00 | 0.0993 0.0437 | 0.1087 0.0536

MCF Drugs 84.70 92.20 66.80 71.30 0.3900 0.2470 | 0.6180 0.5300

SSD-MCF Drugs 85.37 92.81 68.82 74.26 0.3792  0.2401 | 0.6089 0.5263

Unconditional Refinement (QM9 & Drugs) — SemlaFlow Protocol

Model Dataset | AtomStab{ MolStab 1 | Valid?T Unique 1

EDM QM9 98.7 82.0 91.9 98.9

SSD-EDM QM9 99.3 99.8 100.0 100.0

EDM Drugs 81.3 - - -

SSD-EDM Drugs 90.5 70.1 98.5 99.2

SemlaFlow QM9 99.9 99.7 99.4 95.4

SSD-Flow QM9 99.9 99.9 100.0 100.0

SemlaFlow Drugs 99.8 97.3 93.9 100.0

SSD-Flow Drugs 99.8 97.6 100.0 100.0

Table 2: Ablation study on GEOM-QMY (SubGDiff protocol). We systematically ablate initialization
(Gaussian vs. spherical shell) and dynamics (baseline vs. SSD components). 7Gauss = 07V 3Mmed
denotes the Gaussian concentration shell; rssp denotes SSD’s data-adaptive radius. Full SSD
dynamics correspond t0 Viag + Vrep + Vicore- Vsubgp denotes SubGDiff’s original Gaussian-based
reverse drift.

Variant \ Init./Prior \ Dynamics \ COV-RT COV-P1 \ MAT-R| MAT-P|
(1) Gaussian baseline Gaussian VSubGD 90.91 50.16 0.2460 0.6114
(2) Gaussian + rep./corr. Gaussian Viep + Vscore 90.95 50.20 0.2455 0.6098
(3) Shell(rGauss) Shell(7Gauss) None 90.92 50.18 0.2462 0.6107
(4) Shell(rGauss) + SSD dyn. | Shell(rgauss) | Vrad + Viep + Vscore 91.50 51.00 0.2443 0.6020
(5) SSD (ours) Shell(rssp) | Viad + Vrep + Vscore 93.20 63.50 0.2380 0.4100

Gaussian-Flow baseline (Appendix [M.1)) isolates the shell prior from the encoder choice, attributing
+2.4/4-4.9/+1.8 on Validity/Uniqueness/MolStab to the shell prior; the encoder swap alone lowers
performance, so the coordinate encoder and the shell prior are jointly required.

4.2 Ablation Study

A core requirement of SSD is that the forward and reverse processes share a geometrically consistent
radius. A raw Gaussian prior makes this difficult to test directly: under N'(0,0%13,,), samples

concentrate around radius o7v/3n, which varies per molecule through n. Applying SSD’s reverse
radial attraction vy, = —ayX¢/||x¢|| to such per-molecule-varying samples would create asymmetric
drift across molecular sizes and confound the comparison. We therefore construct a controlled
Gaussian-shell variant by projecting Gaussian samples onto a fixed reference shell at rgayss =
07/ 3N med, Using the median atom count ny,eq to define a single dataset-wide radius derived from
dimensionality rather than chemistry. This makes SSD’s radial attraction v,4 applicable to both



Table 3: Three-seed means =+ standard deviations (training seeds 42/43/44; standard deviation across
runs) for representative paired comparisons. Seed 42 is the run reported in Table[I] For EDM, the
QM9 column reports MolStab and the Drugs column AtomStab. The MCF gain on GEOM-Drugs
(+0.76, =~ 1.80 of the paired difference) is sign-consistent but not statistically significant.

Pair Metric QM9: base — SSD Drugs: base — SSD
SubGDift / SSD-SubGDiff COV-R 1 90.94 £0.21 — 93.16 £ 0.18  76.28 £0.44 — 92.44 +0.33
EDM / SSD-EDM MolStab / AtomStab 1 82.3£0.6 =+ 99.7£0.1 81.0£0.5 — 90.6 £ 0.4
MCEF / SSD-MCF COV-R 1 95.04 £0.15 — 96.11 £0.12  84.66 £ 0.31 — 85.42 +0.27
Gaussian-Flow / SSD-Flow ~ Valid 1 97.65 £ 0.22 — 99.95 £+ 0.05 -
Gaussian-Flow / SSD-Flow  Unique 1 95.14 £ 0.26 — 99.96 + 0.04 -

Gaussian-derived and chemically calibrated shells, separating the effect of radius scale from that of
shell-based initialization itself (Figure [T)).

Table 2] reports five controlled variants: (1) The Gaussian baseline corresponds to the original Sub-
GDiff model, where each molecule’s samples naturally concentrate around its dimension-dependent
radius o7v/3n. (2) Adding repulsion and equivariant correction on top of the unconstrained Gaus-
sian prior yields minimal change, confirming that guidance terms alone cannot correct the radius
mismatch. (3) Projecting the Gaussian prior onto a fixed shell at 7Guyss = 07V 3nmed produces
nearly identical performance to (1), demonstrating that unconstrained Gaussians already behave as
dimension-dependent shells. (4) Applying full SSD dynamics on the Gaussian shell yields modest
gains but remains far below SSD, showing that even with shell-consistent dynamics, the dimen-
sional scaling rg,yss is fundamentally misaligned with molecular scale. (5) Full SSD—combining
a chemically calibrated shell at radius rgsp with shell-consistent dynamics—achieves the strongest
performance. Two further principles confirmed in Appendix [[] round out the picture: shell ge-
ometry cannot be replicated by noise tuning—reducing Gaussian variance consistently degrades
performance—and random atom-—shell assignments are essential, as deterministic nearest-matching
introduces brittle ordering dependencies that collapse coverage at inference. Only SSD aligns initial-
ization, noise structure, and reverse dynamics into a single geometry-consistent framework. Extended
ablations covering radius calibration, stratified evaluation across molecular scales, and behavior under
distribution shift are provided in Appendices

4.3 Faster Convergence with SSD

A key advantage of SSD is faster convergence than Gaussian-based baselines. Figures ZaH2d] show
comparisons on QM9 for both conditional generation and unconditional refinement. For conditional
generation, SSD-SubGDiff achieves higher COV-R and lower MAT-R across training iterations
compared to SubGDiff [Zhang et al.||2024]], simultaneously improving diversity (higher COV-R) and
quality (lower MAT-R). For unconditional refinement, SSD-Flow reaches near-perfect validity and
uniqueness much earlier than SemlaFlow. Compact shell initialization produces clearer denoising
gradients than highly dispersed Gaussian noise, accelerating training across both score-matching and
flow-matching paradigms.

4.4 Robustness Across Step Budgets

Beyond faster training convergence, SSD also improves sampling efficiency by being more robust to
step budgets. Figures [2eHZh|report QM9 results across 20-100 sampling steps—diffusion timesteps
for score-matching models and ODE function evaluations for flow-matching models [Irwin et al.|
2025]]. SSD-SubGDiff outperforms SubGDiff [Zhang et al., 2024]] on COV-R and MAT-R across
all settings, and SSD-Flow achieves substantially higher validity and uniqueness than SemlaFlow
even with very few steps. SSD therefore preserves both diversity and quality under aggressive
step reduction, an important property for efficiency-critical applications such as large-scale virtual
screening.

4.5 Case Study: Mitigating Long-Range Gaussian Drift

Gaussian priors are particularly problematic for larger and more flexible molecules: atoms are often
initialized far from chemically plausible regions, forcing large corrective displacements during reverse
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Figure 2: SSD on QM9: convergence, step robustness, and long-range drift. (Color coding:
Orange = SSD-SubGDiff, Blue = SubGDiff, Red = SSD-Flow, Green = SemlaFlow.) Row 1 —
Faster convergence (a—d). (a,b) Conditional generation (SSD-SubGDiff vs. SubGDiff), COV-R (1)
and MAT-R (] ) over training iterations. (c,d) Unconditional refinement (SSD-Flow vs. SemlaFlow),
Validity (1) and Uniqueness (1) over training iterations. SSD converges faster and consistently
outperforms Gaussian-based baselines across both tasks. Row 2 — Robust improvements across
sampling steps (e-h). “Steps” denotes the number of sampling steps, unified across diffusion (steps
or ODE evaluations) and flow matching (NFEs). (e,f) Conditional generation, COV-R (1) and MAT-
R (}) under varied step budgets. (g,h) Unconditional refinement, Validity (1) and Uniqueness (1)
under varied step budgets. Row 3 — Case study on long-range Gaussian drift (i-1). SSD-SubGDiff
begins to consistently outperform SubGDiff once drift exceeds ~36.6 A (i,j) or the molecule contains
more than 21 atoms (k,l), achieving higher COV-R (1) and lower MAT-R ({). Training curves in
rows 1-2 are reproduced using the official implementations of SubGDiff [Zhang et al.,[2024]] and
SemlaFlow [Irwin et al.,[2025]).

dynamics and destabilizing refinement. We examine COV-R and MAT-R as functions of total drift
(displacement from initialization to the final conformation) and the number of atoms. Figures 2iH2]]
show that SSD-SubGDiff consistently outperforms SubGDiff once drift exceeds ~36.6 A or molecules
contain more than 21 atoms; in these regimes SSD maintains higher quality (lower MAT-R) and
greater diversity (higher COV-R), while SubGDiff rapidly deteriorates. Figure [3|confirms qualitatively
that SSD produces stable, chemically plausible structures under both long-drift and large-molecule
settings, whereas SubGDiff often yields distorted intermediates. The joint effect of shell initialization
and structured reverse dynamics directly addresses the failure mode of Gaussian-based methods at
scale.

4.6 Trajectory Stability and Spatial Entropy

Beyond final accuracy, an effective generative model should produce stable, geometry-aligned
sampling trajectories. Gaussian-based diffusion often wanders due to the mismatch between the
prior radius and the true molecular scale. To measure this effect across both SDE-based (e.g.,
SubGDiff) and ODE-based (e.g., SemlaFlow / SSD-Flow) samplers, we use two geometry-aware
metrics: (i) Radial deviation E;[|||z:|| — 7ssp| ], which quantifies how far a trajectory strays from the
chemically meaningful shell radius 7ssp; and (ii) Path-excess ratio PathLen/||z1 — x|, comparing
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(a) Long-drift regime. (b) Molecules with > 21 atoms.

Figure 3: Qualitative case studies on QM9 (conditional generation). (a) Long-drift regimes (drift

> 36.6 A); (b) Molecules with > 21 atoms. SSD-SubGDiff produces stable, chemically plausible
structures matching the reference, while SubGDiff often yields distorted or unstable geometries.

the actual trajectory length to the direct shell-to-structure displacement. As shown in Table[d SSD
reduces both quantities substantially. The strict like-for-like comparison is the ODE-vs-ODE row
(SemlaFlow vs. SSD-Flow), where both samplers are deterministic and the residual gap therefore
isolates the geometric contribution of the shell-aligned path; the larger SDE-vs-SDE gap on path
excess additionally reflects SSD’s smaller thin-shell noise. Radial deviation, which is independent
of injected noise scale, drops by a similar relative factor in both regimes (SDE: 0.45 — 0.18; ODE:
0.21 — 0.11), confirming that the gain is geometric rather than a stochasticity artifact. Together,
these metrics show that SSD produces low-entropy trajectories aligned with chemically meaningful
radii, complementing the performance gains in Sec.

Table 4: Trajectory-stability metrics on GEOM-QMO9. SSD yields lower-entropy, geometry-aligned
trajectories in both SDE (SubGDiff) and ODE (SemlaFlow) regimes.

Method Regime Radial dev. | Path excess |
SubGDiff SDE 0.4534 246.91
SSD-SubGDiff  SDE 0.1781 1.71
SemlaFlow ODE 0.2145 1.29
SSD-Flow ODE 0.1096 1.11

5 Related Work

Prior approaches to 3D molecular generation fall into three broad families. (i) Coordinate-space
diffusion models such as GeoDiff [[Xu et al.,|2022[], EDM [Hoogeboom et al., 2022f], SubGDiff [Zhang
et al., [2024]], MuDiff [Hua et al., [2024]], and GCDM [Morehead and Cheng, [2024] diffuse atomic
coordinates with SE(3)-equivariant networks, but all adopt Gaussian priors, leading to dispersed
initial states and long denoising trajectories. (ii) Latent- and flow-based models such as GeoLDM [Xu
et al., 2023]], SemlaFlow [Irwin et al., 2025]], FlowMol [[Dunn and Koes, 2024, and FlowMol3 [Dunn
and Koes|, [2025]] improve efficiency through flow matching, yet still rely on Gaussian priors. SSD
provides a plug-in geometric enhancement, replacing Gaussian initialization with chemically scaled
shells across coordinate-based backbones, including flow-matching variants like SSD-Flow. (iii)
Other distance- or energy-based approaches (e.g., ConfGF [Shi et al.,2021]), CGCF [Xu et al.,[2021al,
GeoMol [|Ganea et al.,[2021]]) emphasize geometric constraints or torsional predictions, which are
orthogonal to our focus. A more detailed review of these methods is provided in Appendix [A]l A
complementary line of flow-matching work introduces harmonic priors that encode local bonded
geometry [Hassan et al., 2024 [Jing et al.,|2023||; SSD’s global shell prior and harmonic priors address
different geometric scales and are naturally combinable (Appendix [A.4).



6 Conclusion

We proposed Shell-guided Spherical Diffusion (SSD), a model-agnostic, geometry-aware framework
that replaces the Gaussian prior with a chemically scaled spherical shell coupled with shell-aware
dynamics, while preserving SE(3)-equivariance and adding no learnable parameters. SSD instantiates
two training paradigms (denoising score matching and flow matching) without modifying any
backbone’s architecture or loss form, and yields gains that grow with molecule size—reaching +32.5
COV-R for > 50-atom molecules. On QM9 and Drugs, SSD consistently improves accuracy, stability,
and diversity across five representative backbones (GeoDiff, SubGDiff, EDM, SemlaFlow, MCF) and
extends naturally to flow matching via SSD-Flow.
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A Summary of Prior Work

A.1 Distance- and energy-based methods

ConfGF [Shi et al.l 2021]], CGCF [Xu et al,, 2021a], and ConfVAE [Xu et al., [2021b] generate
conformations through distance geometry or energy-inspired objectives. By operating on pairwise
distances, these approaches naturally preserve SE(3) invariance. However, they follow a two-stage
design (distance prediction — coordinate reconstruction), where noise in predicted distances may
accumulate during reconstruction, sometimes leading to structural inaccuracies.

A.2 Coordinate-space diffusion models

GeoDiff [Xu et al., 2022]], EDM [Hoogeboom et al.,|2022], SubGDiff [Zhang et al., [2024], MuD-
iff [Hua et al.| 2024], and GCDM [Morehead and Chengl [2024] apply diffusion directly to atomic
coordinates using SE(3)-equivariant networks. These models commonly employ a Gaussian prior, a
simple and widely adopted choice, but one that produces dispersed starting states and long denoising
trajectories.

A.3 Latent- and flow-based models

GeoLDM [Xu et al.| [2023]] introduces a latent diffusion model with invariant and equivariant features
to improve efficiency and controllability. SemlaFlow [Irwin et al., [2025]] adopts a latent-attention
architecture with Flow Matching for 3D molecular generation. FlowMol [Dunn and Koes}, 2024]]
develops a flow-matching framework for mixed continuous and categorical variables. Together, these
works highlight the flexibility of latent-space modeling and flow-based generative paradigms, offering
complementary design perspectives to coordinate-space diffusion.

A.4 Harmonic priors and complementarity with SSD

A complementary line of work replaces the Gaussian prior with a harmonic prior, originally intro-
duced for protein structure prediction in EigenFold [Jing et al.,2023]] and adopted in coordinate-space
molecular conformer generation by ET-Flow [Hassan et al.,[2024]] and in biomolecular structure
prediction by NeuralPLexer3 [Qiao et al. 2024]. A harmonic prior places atoms according to a
Gaussian distribution whose covariance is determined by the graph Laplacian of the molecular bond
graph, encoding the inductive bias that bonded atoms should be in close spatial proximity. This is an
informative prior that captures local bonded geometry—atoms linked by chemical bonds remain near
one another at initialization, producing shorter probability paths in flow-matching settings.

Complementarity with SSD. SSD’s shell prior and harmonic priors operate at fundamentally
different geometric scales and are complementary, not competing:

¢ SSD shell prior addresses global initialization scale: it corrects the dimensional Gaussian
concentration radius or+/3n by anchoring initialization to the chemically calibrated radius
rssp, ensuring the entire molecule starts at a chemically meaningful spatial extent.

* Harmonic prior addresses local bonded geometry: it constrains pairs of bonded atoms
toward equilibrium proximity, reducing transport cost along bonds during the reverse
process.

A natural extension is to combine the two: use SSD’s shell to set the correct global scale, then use
a harmonic covariance within the shell to encode local bonded structure. Because SSD modifies
only the initialization distribution and the analytical drift fields, it does not constrain the choice of
within-shell covariance, leaving such hybrids fully compatible with the SSD framework.

Why a harmonic-prior baseline is non-trivial in our setting. Harmonic priors require the molec-
ular bond graph to define the Laplacian, which is available in conditional generation but not in the
unconditional refinement setting evaluated in this paper for EDM/SemlaFlow/SSD-Flow—where
the input is a noisy 3D point cloud with no graph structure given. Constructing a harmonic prior
in the unconditional setting would require either (i) inferring connectivity from noisy coordinates
(introducing an additional bond-prediction step that confounds the comparison), or (ii) restricting
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evaluation to the conditional setting where backbones such as ET-Flow already operate. ET-Flow
operates in the conditional setting under a different evaluation protocol from SSD-Flow’s uncondi-
tional refinement setting; bringing the two into a single fair comparison would require unifying these
protocols, which we leave as a natural follow-up. A controlled head-to-head ablation that isolates
the effect of replacing SSD’s shell with a harmonic prior within an otherwise identical pipeline is
similarly compatible with the SSD framework and is a natural direction for future work.

B Concentration of the Gaussian Radius

For generality, we use the notation o g, to denote the standard deviation of an isotropic Gaussian
distribution in R™*3. In diffusion-based molecular generation, the prior distribution at terminal time 7'
is typically pr(x) = N (O, J%I), SO Ogauss = 0. The concentration results below explain why such
Gaussian priors produce initialization at radius o V/3n, a scale determined by dimensionality rather
than molecular geometry.

Let X ~ N(0, 02,,.I5,) and denote R = ||X||5. Then —£— follows a chi distribution with k = 3n
qauss

gauss
degrees of freedom:

~ Xk, k = 3n.

Classical properties of the chi distribution yield

E[R] = ogus (VE = 722 +O%?)), 3)

Var(R) = 02, (5 +0(k™). @

In particular, the typical radius

pr o= Ugauss\/g = Ugaussv3n

approximates E[R] up to a relative error O(1/k).

Concentration (thin-shell) inequality. The map f(z) = ||z||2 is 1-Lipschitz. By Gaussian concen-
tration,

Pr([R—E[R)| > 1) < 2exp( - 55— ).

gauss

Equivalently, with ¢t = ¢ p*,
Pr(‘R — p*‘ > Ep*) < 2exp( — %52 + 0(52)).
Thus with high probability, R lies in the thin spherical shell
Re [(1-e)p", (L+e)p"],
whose relative thickness is O(1/+/n).

Connection to SSD.  For a Gaussian prior N'(0, 02, [3n) (i.€., 0gauss = o7 in the diffusion setting),

the typical radius is p* = Ugaussx/%, determined solely by dimension and variance. By contrast, SSD
explicitly initializes on a spherical shell of radius  matched to dataset-level molecular scales, and its
forward noise only broadens this J-shell into a thin layer of thickness 7. Hence SSD replaces the
mismatched Gaussian shell with a geometry-aware shell aligned to molecular radii, while structured
reverse dynamics further regulate thickness.

Takeaway. An isotropic Gaussian in 3n dimensions behaves like a random Frobenius-norm R =
[ X||2 tightly concentrated around p* = 0guussv/31. We emphasize that this concentration applies
to the joint (Frobenius) norm. Three scales must be distinguished: (i) per-atom 3D distance under
N(0, 0%13), which has mean o7+v/3 and is n-independent; (ii) the joint Frobenius scale o1 V3n;
and (iii) the molecule’s own Frobenius scale repem /72, Where repen is the per-atom mean radius of
centered conformations.
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A faithful prior should match scale (iii). The Gaussian prior matches it only when OTV3 = Tehems
which is generally false: the noise schedule o7 is chosen for SDE stability while 7¢pen 1S set by
molecular geometry, so the two are not aligned in general. The downstream effects of this mismatch
on score-matching gradients, reverse-trajectory cumulative drift, and out-of-training-distribution
extrapolation grow with n, because all three accumulate in 1/n-dimensional space. SSD eliminates
the mismatch at its source by initializing each atom directly at the chemically calibrated radius
7SSD = Tchem, SO that both per-atom and joint Frobenius scales align with realistic molecular geometry.
Structured dynamics (repulsion and thin-shell noise) then maintain this alignment throughout the
generative process.

C Detailed Descriptions of Baseline Models

Conditional Generation Models

* GeoDiff [Xu et al., 2022]: GeoDiff formulates molecular conformation generation as a
denoising diffusion process on atomic coordinates. The model uses an SE(3)-equivariant
graph neural network to model the reverse denoising function, ensuring rotational and
translational symmetry. Specifically, it implements message passing on invariant features
and predicts directional updates via an equivariant edge-to-node transformation. During
the forward process, Gaussian noise is added to atomic positions, and the network learns to
reverse this process given the molecular graph.

* ConfGF [Shi et al.| [2021]: ConfGF uses conditional Score Matching to model the gradient
of the data distribution. Rather than relying on a parameterized diffusion kernel, it directly
learns score functions over 3D coordinates using a force field-like design. The model is
based on continuous-filter convolution (similar to SchNet [Schiitt et al.,|2017]]) and employs
Langevin dynamics to iteratively refine generated structures. It conditions on the molecular
graph and guides generation toward conformations that satisfy chemical constraints.

* SubGDiff [Zhang et al.,[2024]|]: SubGDiff enhances molecular representation learning by
introducing substructure-aware diffusion. Instead of injecting noise uniformly across all
atoms, it adds noise selectively to subgraphs using a discrete mask distribution. The model
also includes three novel training mechanisms: (i) a subgraph prediction loss to guide
structure-aware denoising, (ii) expectation state diffusion to simplify the forward process,
and (iii) k-step same-subgraph diffusion to improve convergence. Its denoising network
uses a standard GNN architecture without explicit geometric equivariance.

* CGCF [Xu et al|2021a]: CGCF (Conditional Graph Conformation Flow) combines graph
neural networks with flow-based modeling for conditional conformation generation. It
conditions on the 2D molecular graph and learns invertible flows that map Gaussian priors
to valid 3D conformations, enforcing chemical validity during decoding.

* ConfVAE [Xu et al.l |2021b]: ConfVAE adopts a variational autoencoder framework for
conformation generation. It encodes 2D molecular graphs into latent variables and decodes
them into 3D conformations using a graph-conditioned decoder. The method emphasizes
diversity in conformer sampling via latent variable regularization.

* GeoMol [Ganea et al.,|2021]]: GeoMol builds conformations by explicitly predicting tor-
sional angles conditioned on the molecular graph. By combining learned torsional distribu-
tions with geometric constraints, GeoMol directly generates chemically valid conformations
without iterative refinement.

* Tor. Diff. (Torsional Diffusion) [Jing et al.,2022]|: Torsional Diffusion performs conditional
3D generation directly in the space of torsional angles rather than Cartesian coordinates.
The model applies diffusion to rotatable bond angles while enforcing rigid-body constraints
on local ring systems. A torsion-conditioned SE(3)-equivariant decoder then reconstructs
Cartesian coordinates. Operating in torsion space reduces geometric redundancy and often
yields strong performance on flexible molecules.

* MCF (Molecular Conformation Fields) [Wang et al.| [2024]]: MCF formulates confor-
mation generation as a field-based prediction problem. Instead of iteratively denoising
coordinates, it predicts continuous spatial potential fields that guide atoms toward chem-
ically plausible positions. MCF incorporates torsion-aware graph message passing and
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Gaussian mixture fields to model multimodal conformations. It achieves strong performance
on GEOM-QMY9 and GEOM-Drugs in its default Gaussian-based formulation.

Unconditional Refinement Models

EDM (Equivariant Diffusion Model) [Hoogeboom et al.|[2022]]: EDM applies denoising
Score Matching in SE(3)-equivariant latent spaces. It uses the Equivariant Graph Neural
Network (EGNN) architecture to perform message passing over both atomic features and
coordinates, preserving SE(3) symmetry. EDM perturbs 3D coordinates using Gaussian
prior noise and learns to predict score vectors that denoise atom positions. The model
operates directly on 3D atom clouds and serves as a standard baseline for unconditional
conformation generation.

GCDM (Generative Conformation Diffusion Model) [Morehead and Cheng, [2024]:
GCDM extends diffusion modeling by simultaneously reconstructing both atomic coor-
dinates and pairwise distance matrices. It uses an SE(3)-equivariant network similar to
EGNN, and introduces auxiliary distance-based losses to improve structural realism. GCDM
supports both conditional and unconditional refinement modes through configurable graph
encoders.

MuDiff [Hua et al.| [2024]: MuDiff introduces a variational diffusion framework that
supports diverse conformer generation for a given molecule. It models latent variables via
amortized variational inference, and performs conformation sampling using conditional
Langevin dynamics guided by an energy-based score network. Its score network is based on
an SE(3)-equivariant architecture adapted from EGNN.

GeoLDM [Xu et al., 2023]: GeoLDM applies latent diffusion modeling to molecular
structures. Instead of diffusing directly in coordinate space, it encodes molecules into a
lower-dimensional latent space where Gaussian noise is added, and then decodes back
into 3D coordinates. This design reduces computational cost while maintaining structural
fidelity.

EQGAT-diff [Le et al.| 2024]]: EQGAT-diff employs an equivariant graph attention network
for molecular refinement. It incorporates attention-based message passing over both scalar
and vector features, enabling efficient modeling of long-range dependencies. The diffusion
process follows standard Gaussian corruption and denoising, while the EGAT architecture
improves expressiveness.

FlowMol [Dunn and Koes| 2024]]: FlowMol adopts a flow-matching framework for uncon-
ditional molecular conformation generation. It learns a continuous transport map between
Gaussian priors and molecular conformations using neural ODEs. FlowMol combines graph-
based encoders with equivariant coordinate decoders, achieving fast generation without
iterative denoising.

SemlaFlow [Irwin et al., 2025]]: SemlaFlow is a flow-based generative model that avoids
iterative denoising by modeling a bijective mapping between latent and 3D coordinate space.
It combines graph message passing and equivariant transformation modules, incorporating
multi-head latent attention. Unlike diffusion-based models, SemlaFlow directly generates
atomic coordinates, atom types, and charges from latent variables using Flow Matching.

These models form a representative suite spanning diffusion-based, variational, and flow-based
generative frameworks. They cover both conditional (2D—3D) and unconditional (3D refinement)
tasks, and employ a range of architectures from SE(3)-equivariant GNNs to transformer-based
attention networks.

D Details of Evaluation Metrics

Summary. We follow the established evaluation protocols used in prior work. For conditional
generation, we adopt the SubGDiff protocol [Zhang et al., 2024f]. For unconditional refinement,
we adopt the SemlaFlow protocol [Irwin et al.| 2025]]. All thresholds, alignment steps, and post-
processing procedures match the original implementations to ensure strictly comparable results.
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Conditional Generation Metrics. Following Zhang et al.|[2024], generated conformations are
compared against ground-truth references using:

* Coverage (COV-R/P, 1) — fraction of reference (R) or predicted (P) conformers matched
within the RMSD threshold (0.5 A on QM9; 1.25 A on Drugs).

* Matching (MAT-R/P, |) — RMSD between each reference or predicted conformer and its
closest counterpart in the opposite set.

Unconditional Refinement Metrics. Following [rwin et al.|[2025]):

+ Atom/Molecule Stability (1) — percentage of stable atoms or molecules under a 1 A
neighborhood test.

* Validity (1) — percentage of chemically valid conformations (RDKit sanitization).

* Uniqueness (1) — fraction of distinct conformers after duplicate removal.

MCF Evaluation Protocol. To assess robustness across evaluation settings, we also evaluate SSD
on the Conformer Fields (MCF) backbone [Wang et al., [2024] under its original GEOM-QM9
protocol. This protocol uses:

* the official GEOM-QM9 split from |Ganea et al.|[2021]];

* the COV and AMR (average minimal RMSD) metrics used in Jing et al.|[2022], /Ganea et al.
[2021];

+ an RMSD threshold of 0.5 A for COV;
* the DDPM sampler with 1000 steps as the default evaluation setting (MCF Table 1).

Our SSD-MCEF results in Table [I]strictly follow this protocol without modification. We additionally
report DDIM-50 results in Appendix [G] for completeness.

E Details of Datasets

GEOM-QM?9 [Ramakrishnan et al., 2014]] and GEOM-Drugs [Axelrod and Gomez-Bombarelli,
2022|| are among the most widely adopted datasets for evaluating molecular conformation generation,
particularly in both Conditional Generation and Unconditional Refinement settings.

GEOM-QMD is a subset of the original QM9 dataset, consisting of small organic molecules with up
to 9 heavy atoms (C, O, N, F). Following prior works such as GeoDiff and ConfGF, standard practice
selects 40,000 molecules, each with their 5 lowest-energy conformers, resulting in approximately
200,000 training samples. The test set typically contains 200 distinct molecules and around 22,000
total conformers. These settings are designed to balance diversity and computational tractability,
while enabling consistent evaluation across models.

GEOM-Drugs contains significantly more complex and diverse molecules derived from drug-like
compounds. It includes around 430,000 unique molecules, with an average of 44 heavy atoms (up to
181 atoms including hydrogens). Each molecule is annotated with multiple low-energy conformers
generated via energy minimization. Most benchmarks use the top 30 conformers per molecule to
construct training sets. This dataset poses greater challenges for generative models due to its structural
variability and conformational flexibility.

F Coordinate Updates in SE(3)-equivariant architectures

SSD is compatible with standard SE(3)-equivariant diffusion backbones. In this work, we instan-
tiate it with GeoDiff/SubGDiff [Xu et al.| 2022, |[Zhang et al.l 2024] for conditional generation
and EDM [Hoogeboom et al., 2022 (EGNN [Satorras et al.,[2021]]) for unconditional refinement.
Although implementations differ, all backbones share the same principle: coordinate updates are
expressed via inter-atomic distances and relative position vectors, ensuring SE(3)-equivariance.
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GeoDiff. GeoDiff predicts edge-level scalar gradients in the SE(3)-invariant distance space and
maps them back to coordinates via an equivariant transform:
(@) ©)
(i) _ X Xy o Ologg L6 0)
8 = s Gy 0 = gg, 0 4 = o

J#i
Since the update depends only on normalized relative displacements and distance-invariant scalars, it
is equivariant to rotations and translations.

SubGDiff. SubGDiff [Zhang et al., 2024] retains GeoDiff’s coordinate update rule and adds
subgraph-level masking and prediction modules on top; its SE(3)-equivariance follows directly from
GeoDiff.

EDM (EGNN). EDM adopts the Equivariant Graph Neural Network (EGNN) [Satorras et al.
2021]], which integrates scalar-to-vector mapping into message passing:

0 1l £ 3 (o 1) gufimy).
J#i
where m;; encodes node/edge features and (invariant) distance statistics (e.g., d?j), and ¢, outputs
a rotation-invariant scalar. This yields the same effect as GeoDiff’s scalar-to-gradient chain rule

without explicit Jacobian computation. EGNN’s SE(3)-equivariance is formally proven in [Satorras
et al.,[2021].

SSD with Flow Matching. Many recent flow-matching methods for molecules operate in latent
space (e.g., SemlaFlow [Irwin et al.,[2025])). In SSD-Flow, we instead apply Flow Matching directly
in coordinate space: we retain SSD’s spherical-shell initialization and radial dynamics, and replace
score matching with a flow-matching loss [Lipman et al.,2023]. For features, we borrow substructure-
aware encodings (e.g., subgraph pooling and attention), while coordinate updates remain EGNN-
parameterized to preserve SE(3)-equivariance.

Our usage. When instantiating SSD with GeoDiff, SubGDiff, or EDM, we leave their coordinate
update rules unchanged and simply substitute SSD dynamics for Gaussian dynamics. For Flow
Matching, we follow the same coordinate-space formulation while borrowing feature encodings from
prior work. Thus, SE(3)-equivariance is inherited from the underlying equivariant networks, while
SSD contributes the geometry-aware initialization and dynamics.

G Extended Baseline Comparisons

This appendix supplements the main results in Table [I| by providing full comparisons against
additional molecular generation baselines. The main paper focuses on evaluating SSD as a plug-
in improvement to five representative backbones, showing that SSD consistently enhances their
performance under identical training and sampling budgets. Beyond these core backbones, the
broader literature includes a wide range of diffusion-, equivariant-, and flow-based architectures. For
completeness, we report extended conditional and unconditional results in the following sections,
allowing a more comprehensive view of how SSD-enhanced models compare against earlier baselines.

G.1 Conditional Generation (Extended)

Table 5] reports extended conditional-generation results under the SubGDiff evaluation protocol. In
addition to GeoDiff and SubGDiff, we include several earlier diffusion and VAE-based generators
(CGCF [Xu et al, 2021al], ConfVAE [Xu et al., 2021b]], GeoMol [Ganea et al.| [2021]], Torsional
Diffusion [Jing et al.}[2022], and MCF [Wang et al.,|2024])) to provide broader context. These baselines
span a wide range of modeling approaches and performance levels; indeed, several of them outperform
the original GeoDiff backbone in their native form. The purpose of this extended comparison is not
head-to-head benchmarking across heterogeneous architectures, but rather to illustrate how SSD
upgrades a weaker coordinate-based backbone when evaluated under the same protocol. Consistent
with this goal, SSD-GeoDiff achieves substantial improvements over its backbone and attains accuracy
that is competitive with, or stronger than, these earlier baselines under the SubGDiff protocol.
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Table 5: Extended conditional generation results (full baseline comparison). SubGDiff is omitted
here since it is already fully analyzed in the main text. The focus of this appendix table is to illustrate
that although GeoDiff is weaker than several prior baselines (e.g., Tor. Diff., MCF), SSD-GeoDiff*
surpasses all of them. * indicates cases where SSD lifts a weaker backbone to outperform stronger
earlier baselines.

Dataset Model Steps COV-R 1 COV-P 1 MAT-R | MAT-P |

mean median | mean median | mean median | mean  median
CGCF - 78.05 8248 | 36.49 33.57 | 04219 0.3900 | 0.6615 0.6427
ConfVAE - 77.84 8820 | 38.02 34.67 | 0.4154 0.3739 | 0.6215 0.6091

QM9 GeoMol - 7126  72.00 - - 0.3731 0.3731 - -
GeoDiff 5000 | 80.36  83.82 | 53.66 50.85 | 0.2820 0.2799 | 0.6673 0.4214
Tor. Diff. 5000 | 84.26 8475 | 5491 5347 | 0.2847 0.2803 | 0.6582 0.4203
MCF 5000 | 87.14 88.36 | 55.83 54.68 | 0.2649 0.2711 | 0.6493 0.4538
SSD-GeoDiff* | 5000 | 92.00 93.80 | 61.40 59.75 | 0.2425 0.2508 | 0.4188 0.4136
CGCF - 53.96 57.06 | 21.68 13.72 | 1.2487 1.2247 | 1.8571 1.8066
ConfVAE - 5520 5943 | 2296 14.05 | 1.2380 1.1417 | 1.8287 1.8159

Drugs GeoMol - 67.16 71.71 - - 1.0875 1.0586 - -

GeoDiff 500 | 64.12 75,56 | 5279  50.29 - - - -
Tor. Diff. 500 | 72.10 77.78 | 66.88  64.41 1.0532 1.0364 | 1.4725 1.4429
MCF 500 | 7445 81.33 | 6497 62.29 | 1.0425 1.0267 | 1.5284 1.4905
SSD-GeoDiff* | 500 | 91.69 94.86 | 70.23 68.11 | 0.8463 0.8247 | 1.1543 1.0894

G.2 Unconditional Refinement (Extended)

Table 6 reports extended unconditional-refinement results under the SemlaFlow evaluation protocol,
including prior diffusion-, ODE-, and flow-based refinement models such as GCDM [Morehead and
Cheng, |2024]], FlowMol [Dunn and Koes} 2024, GeoLDM [Xu et al., |2023|], and MuDiff [Hua et al.,
2024]. These baselines differ substantially in architecture and design philosophy, and several are
known to outperform the original EDM backbone—particularly on the more challenging GEOM-
Drugs benchmark. The goal of this extended comparison is to assess whether SSD can strengthen
a weaker coordinate-space refinement model when evaluated under the same protocol. When SSD
is applied to EDM, we observe large and consistent gains in stability, validity, and uniqueness. In
many settings, SSD-EDM reaches performance on par with or exceeding stronger earlier baselines
included for context, demonstrating that shell-guided dynamics substantially improve coordinate-
space refinement even without architectural changes.

Table 6: Extended unconditional refinement results (full baseline comparison). EDM is noticeably
weaker than several prior refinement models, but SSD-EDM* substantially improves stability and
validity under the same protocol. * indicates cases where SSD lifts a weaker backbone to match or
surpass stronger earlier baselines.

Dataset Model Step | Atom Stab? | Mol Stab? | Validf | Uniquet
GCDM 1000 98.7 85.7 94.8 98.4
FlowMol 100 99.7 96.2 97.3 -
QM9 GeoLDM 1000 98.9 89.4 93.8 98.8
MuDiff 1000 98.8 89.9 95.3 99.1
EDM 1000 98.7 82.0 91.9 98.9
SSD-EDM* | 1000 99.3 99.8 100.0 100.0
GCDM 1000 89.0 52 - -
FlowMol 100 99.0 67.5 51.2 -
Drugs GeoLDM 1000 98.9 61.5 99.3 -
MuDiff 1000 84.0 60.9 98.9 -
EDM 1000 81.3 — — —
SSD-EDM™ | 1000 90.5 70.1 98.5 99.2

H Analysis of Shell Thickness

Notation. As in Section[3} we use r = rsgp to denote the fixed SSD shell radius. The shell thickness
7 quantifies the radial spread of the forward distribution around this radius, accumulated from two
distinct sources: stochastic broadening from the forward Brownian term o; dw;, and a geometric
residual from centering an independently shell-sampled configuration to zero center of mass.
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Deterministic limit. In the absence of noise (o, = 0), the normalized directional drift (Eq.
contracts each atom’s distance to its assigned shell point linearly at rate o, yielding a delta-shell at

radius r = rssp once the schedule satisfies fOT o dt > max; d((f). The formal derivation is provided
in Appendix

Source 1: Stochastic broadening. With small additive noise o; dw;, Brownian motion introduces
radial variance bounded by

T [T
Var[gBrownian] < / o? dt, TBrownian =~ / o? dt. 5)
0 0

For SSD’s thin-shell noise schedule usoed in coordinate diffusion backbones (¢; ~ 1076 to 1074,
T ~ 1000), TBrownian ~ 1073 t0 1072 A, negligible compared with 7. In the implemented corruption
path (Appendix[J.5] item C5), this noise is added directly around the deterministic path, x; = X;+7¢€,
rather than accumulated by simulating the SDE.

Note on EDM’s noise schedule. EDM’s native noise schedule has a much larger oy,,x = 0.5, used
to define the score network’s input conditioning and the standard EDM perturbation kernel for the
score target (Appendix [K). This is conceptually distinct from the small thin-shell o; that controls
SSD’s forward SDE path width. In our SSD-EDM training, EDM’s larger schedule parametrises the
score-target reference distribution (the thin-shell Gaussian approximation around x;), while the SSD
path itself remains tightly concentrated around the deterministic shell trajectory; the two schedules
co-exist without conflict.

Source 2: Post-centering geometric residual. A second, generally larger contribution to 7 comes

from centering. As described in Section an independently shell-sampled configuration {x?}ggl
has a non-zero empirical center of mass; re-centering it to remove translations causes individual
atomic radii to deviate from r by O(r/+/n). For n ~ 20-50 typical of QM9 / Drugs, this geometric

residual is approximately 0.9-1.5 A on QMO (r = 6.37 A), several orders of magnitude larger than
the Brownian contribution, and therefore dominates the effective shell thickness 7 in practice.

Combined thickness. The combined effective thickness is

T < TBrownian T+ T/\/ﬁy (6)

which on QM9 evaluates to roughly 0.9-1.5 A, giving a relative thickness 7 /7 < 0.25. Empirically,
the shell-aware reverse dynamics actively contract trajectories back toward r during sampling
(Table E]) Crucially, the same radial attraction v,,q that absorbs Brownian broadening also absorbs
the centering residual; no additional mechanism is required.

Role of 7. 7 thus serves two compatible roles: (i) it ensures a non-singular forward SDE by injecting
minimal stochastic support around the deterministic shell trajectory, and (ii) it accommodates the
unavoidable O(r//n) geometric offset introduced by centering, without altering the qualitative shell
geometry that drives SSD’s empirical gains.

I SE(3)-Equivariance of SSD

We show that SSD is SE(3)-equivariant up to global translations, i.e., equivariant on the quotient
space R"™*3 /Transl typically used in molecular modeling. For a rigid motion g(x) = Rx + t with
R € SO(3) acting nodewise on X = {x(?}, let the centering operator be

CX)=X-1uX)", p(X) =5 x.

Centering removes translations and commutes with rotations, since C'(gX) = RC(X). We prove
that the centered SSD dynamics satisfy

C(F(9X)) = RC(F(X)), @)

which establishes SE(3)-equivariance modulo global translations.
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I.1 Forward Dynamics

The forward drift in Eq. (I) directs each atom toward its assigned shell point ng (@,

KT _ (0

I =

f(L)(Xt>t) = O

To establish SE(3)-equivariance, we show that the drift transforms covariantly under rigid motions
applied to the entire system configuration.

Rotational covariance of the drift. Consider a rigid rotation g(x) = Rx. Applying this rotation
to both the current positions x; and the target shell configuration x, the drift transforms as follows:

Rz _ )

FO(Rxy, t) = oy — Z (®)
IR — x|
RxTD) _ 5
_ o Blxp ) ©)

Qy (i i
IR — x|

R(x{™®) _ (O
= atH (rotation preserves norm) (10)
ez ™ = x|

— R« M (11)
¢ HX(W(i)) . X(i) |
T t
= R fO(x,1). (12)

This confirms that the drift is SE(3)-equivariant with respect to the system state (x;, X7 ).

Rotational invariance of the shell initialization. The target configuration is sampled from the
shell prior:

, ()
% Vv i
x(T) ZTSSDW, v(® ~ N(0,1). (13)

Since the isotropic Gaussian distribution is rotationally invariant, the target configuration {ng)} is
rotationally invariant in distribution:

(Rxyn, & (DY, VR eSO(). (14)

Centered forward dynamics. Let X = C/(X) and x¥) = x(¥) — ;4(X) denote centered coordinates.
Under a rigid motion g, the centered drift satisfies:

FOgX, 1) = C(FD(9X, 1) = C(R fY(X, 1)) = RO(fV(X, 1)) = RfD(X,1),
where we use the fact that centering commutes with rotation: C(RX) = RC(X).
Brownian motion invariance. Isotropic Brownian motion dwy is both rotation- and translation-
invariant by definition:

Rdw, £ dw,, VR e SO(3). (15)

Combining the equivariant drift with rotationally invariant noise and applying centering after each
infinitesimal update yields:

Cd(gx;")) = RO(dx;"),
establishing Eq. (/) for the forward SDE.
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I.2 Reverse Dynamics

The SSD reverse SDE combines (i) inward radial attraction, (ii) short-range repulsion based only on
pairwise distances and displacements, and (iii) an SE(3)-equivariant score network sy operating on
centered coordinates:

%(0)
MR

We verify that each component is SE(3)-equivariant on centered coordinates:

dx” = [ +a; FiG,(X) + 07 so(Xs, t)(i)} dt + oy dw,").

(i) Radial attraction. The term —a;%(?) /||%())|| depends only on the normalized position vector,
which transforms as:

Rx(® Rx(®

Il = TEa] (rotation preserves norm) (16)
x x\*

% (%)

%]

Therefore, the radial attraction transforms covariantly:
Rx(® ( <9 )
A ~——— 7~ =R- — Ot =7~ |- (18)
| Rx )| @]

(i) Short-range repulsion. The repulsion term, restated from Eq. @ in centered coordinates, is:

Ainin — dij % _ x0G)
F()(X) = Z 1(dij < dumin) — r— (19)
JFi
where d;; = || — x|
The repulsion term depends on:
* Pairwise distances d;;, which are rotation-invariant:
IR = RO = R = X9) | = &) — %], 20)

+ Normalized displacement vectors (x() — %(7))/d,;, which are rotation-covariant unit
vectors: rotation preserves both numerator direction and denominator magnitude, so the
quotient transforms as R(x() — %)) /d,;.

Thus, under rotation:

F{) (C(RX)) =F{) (RC(X)) 1)
N (1) _ ()
= o1 Y 1(dij < donin) d“d“ 4y Bx — ) (22)
i min %]
= RF{) (C(X)). (23)

(iii) Score correction. By construction, the score network sy is SE(3)-equivariant. This property is
inherited from the backbone architectures such as EGNN [Satorras et al., 2021]], GeoDiff [Xu et al.|
2022, and SubGDiff [Zhang et al.,[2024]], which are designed to satisfy:

so(C(RX),t) = Rsg(C(X),t), VR € SO(3). (24)
The equivariance of EGNN follows from its coordinate update rule:

Ve x4 3 (xD — x0) g, (my), (25)
J#i
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where m;; encodes rotation-invariant features (distances, angles) and ¢, outputs a scalar. This
construction ensures coordinate updates transform covariantly under rotations, as proven in |Satorras
et al.| [2021]).

Similarly, GeoDiff and SubGDiff use edge-level score predictions in distance space, which are then
mapped to coordinates via:

x (1) _ x()

ZS’J Tx® — x| (26)
prrii Lt S

where s;; depends only on invariant quantities. This formulation is manifestly SE(3)-equivariant.

1.3 Combined Reverse SDE

Combining all three components and noting that isotropic Brownian motion is rotationally invariant,
we obtain:

C(f(9%,1)) = C(RV1aa (C(X),1) + RViep(C(X),8) + RVeeore(C(X), 1)) @D

= RC(Veaa(C(X), ) + Veep(C(X), ) + Vecore(C(X), 1)) (28)
= RC(f(X,1)), (29)
where we use the fact that centering is linear and commutes with rotation.

The same property holds for the associated probability-flow ODE, which is obtained by setting the
stochastic term o;dw; to zero.

I.4 Conclusion

Since centering removes translations and commutes with rotations, and all SSD drift and noise terms
transform covariantly in the centered frame, Eq. (7) holds for both the forward and reverse SDEs.
Hence SSD is SE(3)-equivariant on R™*3 /Transl, which matches the natural equivalence class for
molecular conformations and the evaluation protocols used in all benchmarks.

Practical verification. The SE(3)-equivariance of SSD can be verified empirically by:

1. Generating a sample xq from the model
2. Applying a random rotation R ~ SO(3) to obtain Rx
3. Rerunning generation with the same random seed but rotated initialization

4. Verifying that the output matches Rx(, where xj, is the original output

We perform this test on 1000 randomly sampled molecules from GEOM-QM?9 and verify that the
maximum coordinate deviation is below 10~% A (numerical precision), confirming the theoretical
SE(3)-equivariance established above.

J Thin-Shell Analysis and Forward—Reverse Radial Stability

This appendix proves that (i) the SSD forward SDE concentrates onto a thin shell via linear, distance-
independent contraction toward the assigned shell points, and reports (ii) empirical radial stability
of the reverse SDE, which is a geometry-guided hybrid sampler rather than the time reversal of the
forward process. Together, these results justify the use of shell-based forward and reverse dynamics
in SSD.

Notation. Throughout this appendix, » = rssp denotes the fixed SSD shell radius (as defined in
Section , calibrated to the mean radius of centered training conformations (e.g., 7 = 6.37 A for

GEOM-QMDO, as listed in Table . We use rt(i) = ||x§i) || to denote the radial distance of atom 1 at
time ¢ during the diffusion process.
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Forward SDE. For each atom, the forward dynamics are

K@) _ (0

dxgl) = o ﬁ dt 4+ oy dWI(tZ), oy L 1, (30)
[l =%l
where X(TTr @) is the assigned target point on the shell with ||X(T7r @ || = r = rssp. The normalized

drift contracts each atom’s distance to its assigned target at the uniform rate oy, regardless of its
initial value. This linear (rather than exponential) contraction is what produces the shell geometry
analyzed in the next subsection.

J.1 Deterministic Shell Convergence

Analysis of the deterministic case (c; = 0). Consider first the deterministic limit where Brownian
motion is absent:

dxgi) . Xgjr(i)) _ xgi) an
= MG I
dt g = x)
Let dgi) = |\x¥ @) _ xgi) || denote the distance from atom i to its assigned shell point. Taking the
time derivative:
ddgi) - (ng(i)) _ Xgi))‘r dx? )
dt d® dt
i
- (Xgr(Z)) _ Xgl))—r Xgjr(l)) _ XEZ)
= o) oy @ (33)
dy dy
(m(i) _ ()2
x -x
N a
d
= —ay. (35)

This shows that the distance to the assigned target decreases at the constant rate a; regardless of the

)

current distance dEi . Integrating from¢t =0tot =1T"

dgf) = max(()7 d((f) —/ oy dt), (36)
0

where the max accounts for atoms that reach their target before 7" and are subsequently held at the

shell (we discuss the measure-zero singularity at d,@ = 0 in Appendix item C7). Choosing T'

such that fOT oy dt > max; déi) guarantees that all atoms have reached their assigned shell points by
time 7', yielding a delta-shell at radius = rggp in the deterministic limit. Crucially, while atoms

with smaller déi) arrive earlier, the linear (rather than exponential) contraction of dii) ensures that the

spread of arrival times is bounded by max; d((f) /a, far tighter than the unbounded exponential tails
of OU convergence.

Key distinction from Ornstein—-Uhlenbeck dynamics. The contraction profile in SSD is fundamen-
tally different from OU dynamics dr = a(rarget — 7)dt, whose exponential solution d(t) = doe™**
never reaches zero in finite time and assigns exponentially long tails to atoms initialized far from

equilibrium. SSD’s normalized drift produces /inear contraction dgi) = dgi) - fot asds, which (i)
reaches zero in finite, predictable time, and (ii) bounds the spread of arrival times across atoms by the
diameter of the initial distribution rather than allowing it to diverge exponentially.

The practical consequence is that, by terminal time 7', all atoms in SSD are concentrated on a
well-defined shell at radius rssp, whereas OU dynamics produce a smeared distribution whose tails
reflect the heterogeneity of initial distances.
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J.2 Thin-Shell Broadening via Brownian Motion

Stochastic case (o, > 0). With small additive noise o, dwgi), the deterministic shell is broadened

into a thin layer. Let 5t(i) = rt(i) — r denote the radial deviation from the target shell. The radial
component of the Brownian motion contributes variance:
, T
Var[§y] < / 07 dt =: Thonmian: (37)
0

yielding a Brownian-induced thickness g ownian = 1/ fOT o2 dt.

This bound holds because (i) the deterministic drift keeps trajectories contracting toward the shell
along the radial direction, (ii) Brownian motion is isotropic with radial variance per dimension o2 /3,
and (iii) the accumulated variance integrates over the diffusion time.

Combined thickness including the centering residual. A second contribution to the shell thickness
comes from the centering step described in Section[3} an independently shell-sampled configuration
is projected to zero center of mass, after which individual atomic radii deviate from r by O(r//n).
This geometric residual is generally larger than the Brownian contribution and dominates 7 in practice
for typical molecule sizes (see Appendix [H|for a quantitative comparison). The combined effective
thickness is therefore

T S TBrownian T T/\/ﬁ (38)
For QM9 (r = 6.37 A, n ~ 20-30), 7 ~ 1-1.5 A, giving a relative thickness 7/r < 0.25.

Forward terminal distribution. Combining deterministic shell convergence with the broadening
above, the forward terminal distribution is approximately

pr(x) ~ Unif(S*(r)) @ N (0, 7° Iagial), (39)

where Unif (S?(r)) denotes uniform distribution on the sphere of radius 7, and the radial component
has Gaussian spread with variance 72.

J.3 Reverse SDE and Empirical Radial Stability
Reverse SDE formulation. The SSD reverse SDE combines three components:

rad rep score

|dt + oy dwi”, (40)
where:

. (4)
f?d = —ath provides inward drift at uniform radial speed, mirror-
2 X

ing the forward directional attraction.

* Repulsion: VEQD prevents atomic collapse by enforcing minimum separation dyjy, .

¢ Radial attraction: v

* Score correction: vé?ore = o0Zsg(xy, t)(i) refines local molecular geometry through a

learned SE(3)-equivariant network.

Radial stability (empirical). The reverse process initializes from the same shell distribution and
maintains radial concentration via v,,q. We do not derive a bound on the divergence between the
full forward and reverse marginals. What we measure is the radial deviation of sampling trajectories
from the shell (Tabled); this is evidence of radial stability only, and it does not control the angular
structure, inter-atom correlations, the learned-score error, or the reverse-only repulsion v p,.

Practical implications. The shell-aware reverse dynamics empirically maintain radial concen-
tration, with measured radial deviation dropping to 0.18 A on QM9 (compared with 0.45 A for
Gaussian baselines, Table[d). The combined picture is that SSD performs generative sampling on a
thin spherical shell centered at rssp, with the centering-induced finite thickness fully absorbed by the
reverse radial attraction.
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J.4 Comparison with Standard Diffusion Theory

The SSD framework differs from standard score-based diffusion in two key aspects:

1. Structured prior: Rather than using an unstructured Gaussian prior pr = N (0,02.1), SSD uses
a geometrically meaningful shell prior p7 = Unif(S?(rssp)) ® N(0, 72) where 7ssp is calibrated to
molecular scale.

2. Hybrid reverse dynamics: The reverse drift combines analytical geometric constraints (v 4,
Viep) With learned score correction (Vgcore). This hybrid design provides complementary geometric
guidance that stabilizes sampling and reduces spatial entropy compared to purely learned score-based
dynamics.

Neither modification is accompanied by a derived forward—-reverse consistency bound; the radial
stability of the resulting sampler is measured in Appendix

J.5 Clarifications on Forward, Reverse, and Training Consistency

This subsection addresses several technical questions that may arise from the joint reading of Section[3]
(Egs. [TI]and 2) and the analysis above. Each item clarifies the relationship between the proposed
dynamics and standard score-based diffusion theory.

(C1) The OU description is for the radial component, not the SDE itself. The forward SDE
in Eq. (I) is a normalized directional field, not an Ornstein—Uhlenbeck (OU) process. We use the
OU-form expression dr; = o (r — r¢) dt + 04 dBy in Appendixpurely as a shorthand summary

of how the radial coordinate r; = ngz) || evolves under the normalized drift; it is not a literal SDE
that SSD integrates. The actual SDE is a normalized vector field of constant drift magnitude o in
R"™*3, which produces linear (not exponential) contraction of the distance to the assigned target, as
proven in Appendix [J.T} The OU-style summary captures the right qualitative behaviour—that atoms
are pulled toward rssp—but understates the geometry: SSD’s contraction is distance-independent
and reaches the shell in finite time, whereas a true OU process is exponential and asymptotic. The
two descriptions are therefore consistent on the radial coordinate’s qualitative trend but distinct as
stochastic processes.

(C2) Radial stability, not trajectory symmetry. In score-based diffusion, the forward process is
prescribed analytically while the reverse relies on a learned score; the two are inherently asymmetric
at the trajectory level. We do not claim marginal consistency between the full forward and reverse
processes, and no bound on their divergence is derived; what we measure is reduced radial deviation
along sampling trajectories (Table ). Trajectory-level symmetry—a point-specific reverse mirroring
the point-specific forward drift—is not a requirement of diffusion theory and would, as discussed
below, be unimplementable at inference.

(C3) The isotropic reverse drift is the only principled choice. A trajectory-symmetric reverse
drift would require, at each step, knowledge of the assignment 7 that pairs each atom with its target
shell point x¥ 2 During training, 7 is sampled and known. At inference, 7 is marginalized out
and unavailable: the reverse process runs on noisy coordinates without access to the original target
assignment. The isotropic radial contraction Vi;)d = -y x§” / ||X£2) || is therefore the only design that
(1) mirrors the forward radial scale without requiring 7, (ii) preserves SE(3)-equivariance, and (iii)
avoids brittle atom-ordering dependencies. This is a deliberate design choice grounded in inference

constraints, not an ad-hoc simplification.

(C4) Score scaling and reverse SDE formulation. The reverse drift uses score scaling af sg rather
than the g(t)? sy that would arise from a literal time-reversal of Eq. (). This is consistent with
the SDE formulation chosen in Section where o} plays the role of the diffusion coefficient and
g(t) = oy in the SSD setting; the two coincide. The reverse drift is thus the standard score-correction
term under SSD’s noise schedule, combined with the analytical geometric guidance v,,q and vy,
that compensate for the absence of the point-specific forward drift at inference (item C3). This hybrid
construction is what we mean by “shell-aware reverse dynamics” in Section 3]
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(C5) Training objective under SSD forward marginals (score-based backbones). For score-
based backbones (SSD-GeoDiff, SSD-SubGDiff, SSD-EDM, SSD-MCF), the training objective is
denoising score matching against the SSD forward marginals, not the Gaussian perturbation kernel.
Two design choices need to be specified explicitly:

(i) Sampling from p;. Training samples x; are drawn in closed form, without integrating Eq. (IJ): with
a freshly sampled (re-centered) shell target x7 and permutation 7, x; = X; + 7€ with € ~ N(0, 1),
where X; is the deterministic SSD trajectory (Eq. with o, = 0; each atom moves in a straight

line toward its target at speed o and stops on arrival) and 77 = fg o2 ds. This replaces the standard
Gaussian perturbation x; = X + €.

(ii) Computing the score target. Since p;(x; | Xg, 7) is non-Gaussian (a mixture over the shell draw),
the baseline’s closed-form Gaussian score —(x; — Xg)/0? is not the correct target. Conditioned
additionally on x7, however, the kernel of (i) is exactly N (X4, TfI), centered on the deterministic
SSD trajectory: the analytic target becomes —(x; — X;)/7Z, the exact conditional score, and DSM
on this target has the marginal score of the SSD forward process as its minimizer.

The DSM loss form (L? regression onto an analytic score target) is identical to the backbone’s, and
the optimizer, learning rate, and schedule are unchanged (Appendix [K)); the measured training cost
is also unchanged (Table [I7). What changes is the distribution from which x; is drawn and the
corresponding analytic target; both follow mechanically from the SSD forward construction. As a
consequence, sy becomes geometry-aware from training rather than only at inference. We note that
SSD-Flow uses a different training objective (flow matching on the SSD path), described separately
in Appendix K} the discussion in this subsection addresses only the score-based variants.

(C6) Marginalization over the random permutation 7. The permutation 7 is resampled
per trajectory, so the score network implicitly learns the marginal score Vy, log p:(x:) where
pi(x¢) = Ex[pi(x¢ | m)]. This marginalization is what makes the inference-time reverse pro-
cess well-posed without access to 7, and is essential for the permutation-symmetric treatment of
indistinguishable atoms. Empirically, the resulting score is robust: as reported in Section [3] (and
confirmed in Table[I3), reshuffled atom—shell assignments at inference yield indistinguishable per-
formance, while deterministic nearest-distance matching—which fixes a particular m—collapses
performance, confirming that the learned score correctly captures the m-marginalized distribution.

(C7) Forward-drift normalization and the discontinuity at the target. The normalized drift in
gz) = ngr (7’)), but this is a measure-zero event during training
and has no impact on the SDE flow. In practice, the distance ||X§ZT @ _ xﬁl) || decreases at constant
rate oy (deterministic-limit derivation in Appendix [J.T), so the trajectory reaches the target at a
unique terminal time 7" at which the drift is no longer applied; for ¢ < T the drift is bounded by o
and well-defined. The associated probability-flow ODE inherits the same property. We note this is
analogous to the standard treatment of normalized vector fields in optimal-transport-based generative
models, where the velocity field is defined up to a measure-zero singular set without affecting the
flow.

Eq. (I) is undefined exactly when x

(C8) Role of v,c,. Viep is an analytical short-range correction that prevents atomic collapse during
reverse sampling but is absent from the forward SDE. No derivation in this appendix accounts
for v, s radial and tangential contribution. Empirically, however, this contribution is negligible:
Table 10 (Appendix [L) shows that ablating v, entirely (“Mean shell + o row) changes COV-R by
only —0.5 relative to full SSD, while still outperforming the Gaussian baseline by +1.8. SSD’s gains
over Gaussian baselines therefore rest on the shell initialization and shell-aware radial dynamics as a
whole, not on v, and its effect on performance is empirically small. We view v, as a physically
motivated guard against atomic overlap (analogous to soft-core repulsion in molecular force fields)
rather than a load-bearing component of the diffusion formalism.

K Training Details

Table [/| summarizes the training protocols used for all backbones and their SSD variants. We follow
the official implementations of GeoDiff, SubGDiff, EDM, SemlaFlow, and MCF without modifying
their architectures, optimizers, schedules, or number of steps. SSD replaces only the Gaussian prior
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with a spherical-shell prior and augments the forward/reverse dynamics, leaving all other backbone
components unchanged. Detailed hyperparameters and SSD-specific settings appear below.

Table 7: Training protocols for conditional (Cond.) and unconditional (Uncond.) backbones. SSD
variants inherit the same settings as their corresponding backbones, with only initialization and
dynamics replaced by SSD. MCEF is trained following its original DDPM-based protocol from Wang
et al.|[2024]].

Model Task Schedule Steps T Batch /LR
GeoDiff / SubGDiff [Xu et al.||2022||Zhang et al.|[2024 Cond. 2M (QM9), 6M (Drugs) 5000 (QM9), 500 (Drugs) 64,32/2 x 1074
SSD-GeoDiff / SSD-SubGDitt Cond. same same same

EDM [Hoogeboom et al.|[2022! Uncond. 120K (QM9), 200K (Drugs) 1000 64/1 x 10~ (cosine)
SSD-EDM Uncond. same same same
SemlaFlow [Irwin et al.{[2025 Uncond. (flow) 120K (QM9), 200K (Drugs) 100 64/1x 1074
SSD-Flow Uncond. (flow) same same same

MCF |Wang et al.|[2024 Cond. 300K (QM9), 750K (Drugs) 1000 512/1x 1074
SSD-MCF Cond. same same same

K.1 Auto-Calibrated SSD Parameters

One-time calibration (no tuning). We perform a single-pass calibration on the training split to
determine SSD-specific geometric parameters, after which all values remain fixed across datasets and
backbones. No hyperparameter tuning is performed. The calibration procedure is:

1. Shell radius rsgp: Compute the mean absolute radius of all centered training conformations:
n
=E ! Y - x 41
78D = Exton Dy E; Ix0" = %ol | , (41)
i=

- 1 n (2) .
where Xo = - > " | X is the center of mass.

2. Minimum separation d.,i,: The repulsion term v,¢, activates only below dpin, so this
threshold should sit strictly below every valid covalent bond length in the dataset to avoid
penalizing equilibrium geometries. We use

dmin =0.9 Aa (42)

which is below the shortest realistic covalent bond lengths in QM9 / Drugs—including O-H
(~0.96 A) and N-H (~ 1.01 A)—and well below the more common C-H (~ 1.07 A) and
C-C/C-0 (~ 1.4-1.5 A) bonds. The minimum pairwise atomic distance observed in the
training set,
: ; (@) (4)
w2, i o =7l

provides an empirical reference for this choice. In practice, v, activates only when atoms
transiently approach unphysical overlap during reverse sampling, never on equilibrium
bonds; its empirical contribution to final performance is small (Table [I0] —0.5 COV-R
when removed), consistent with its role as a soft-core safeguard rather than a load-bearing
component of the dynamics.

The numerical values used in all experiments are listed in Table [8] All other parameters (noise
schedules, drift coefficients) are inherited from each backbone without modification, introducing no
additional hyperparameters beyond rssp and d iy, .

Table 8: SSD-specific geometric parameters. rssp is the chemically calibrated shell radius (per-dataset
training-set mean); d i, is the repulsion activation threshold, set below all realistic covalent bond
lengths in either dataset (distances in A).

Dataset 7rssp  dmin

QM9 637 09
Drugs  21.16 0.9
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K.2 SSD Dynamics Parameters

The SSD forward and reverse processes are governed by two schedules: the drift rate o, and the thin-
shell noise o;. We map these directly from the backbone’s original schedules to ensure compatibility
and avoid introducing additional hyperparameters.

Drift rate a;. The drift rate controls the speed of directional attraction in both the forward (Eq.
and reverse processes. We set «; to follow the same schedule as the backbone’s diffusion coefficient
or noise level:

¢ GeoDiff/SubGDiff: o, follows a linear schedule from g = 0.0001 to a7 = 0.02 over
T = 5000 (QM9) or T' = 500 (Drugs) steps, matching the original GeoDiff noise schedule.

* EDM: o, follows a cosine schedule matching EDM’s noise schedule:

1 tmw
Q¢ = Omin + E(O’max - Umin) (1 + cos <T)> ) (43)

with o, = 0.0001, 0max = 0.5, and T = 1000.
¢ SSD-Flow: «; follows a linear schedule from ag = 0.0001 to e = 0.02 over T" = 100
flow matching steps.

* MCEF: o follows the DDPM variance schedule used in the original MCF implementation,
with T = 1000 diffusion steps.

Thin-shell noise ;. The thin-shell noise introduces minimal radial broadening to avoid a singular
delta-shell while maintaining tight concentration. For diffusion backbones, we inherit o, directly from
the backbone’s noise schedule g(t). For flow-matching, we set o, = 0 for deterministic sampling:

* GeoDiff/SubGDiff: o is inherited from the backbone’s g(t) schedule, which follows
a linear variance schedule in the original implementation. Typical values range from
og ~ 10~ to or ~ 10~4.

e EDM: o; matches EDM’s noise schedule:

o t/T
0t = Omin ( maX> ) (44)

Omin

with opmin = 0.0001 and oy,ax = 0.5. We note that EDM’s larger oy,,x parametrises the
reference distribution used in the score target (the thin-shell Gaussian centered at x;, see
below) and is conceptually distinct from the small thin-shell o, that controls SSD’s forward
SDE path width; see Appendix [H]for the relationship between the two schedules.
e SSD-Flow: ¢; = 0 (deterministic flow matching, no stochastic term in the reverse process).
* MCEF: o, is inherited from MCF’s variance schedule, following the DDPM formulation
with typical values o; ~ 1072 to 1074,

Design rationale. By inheriting oy and o from backbone schedules, SSD introduces zero additional
hyperparameters for dynamics beyond the geometric constants rssp and dy,i,. This design ensures:

1. Compatibility: SSD dynamics remain consistent with the backbone’s original diffusion
process.

2. Simplicity: No hyperparameter tuning is required—calibration is a one-time dataset-level
computation.

3. Generality: The same mapping procedure applies to all coordinate-space backbones.

K.3 Conditional Generation (GeoDiff / SubGDiff / MCF)

We use the official implementations of GeoDiff [Xu et al.l |2022]], SubGDiff [Zhang et al.| [2024],
and MCF [Wang et al., |2024], following their preprocessing, data splits, and training schedules
exactly. All models are trained using the same molecular graph encoders (GIN [Xu et al.,|2019] for
GeoDiff/SubGDiff; SchNet-style [Schiitt et al.,|2017]] for MCF) and coordinate update mechanisms.
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GeoDiff / SubGDiff.

* Architecture: GIN-based graph encoder with 5 layers, hidden dimension 256, and edge
features encoding bond types and distances.
* Score network: Predicts edge-level gradients in distance space, then maps to coordinate
updates via:
(@) (4)
i X — X
g = > s ﬁ, (45)
j#i ;7 — x|
where s;; = 0log q/0d;; is the predicted distance gradient.
+ Training: Denoising score matching with L? loss:

L= IEt,xo,xt [”g@(xt, t) - gtrue(Xh Xo, t)||2] ) (46)
where g 1S the analytic score of the Gaussian perturbation kernel.

+ Optimizer: Adam with learning rate 2 x 10~%, weight decay 10, and no learning rate
scheduling.

* Batch size: 64 for QMO9, 32 for Drugs (due to larger molecular sizes).
* Training steps: 2M iterations for QM9, 6M for Drugs.

SSD-GeoDiff / SSD-SubGDiff. SSD variants use identical architectures, optimizers, and training
schedules. The only modifications are:

1. Initialization: Replace Gaussian sampling x7 ~ N(0, 041) with shell sampling:

) (#)
() _ v @)
XT = T'SSD ||V(Z) ” , v N(O, I) (47)

2. Forward dynamics: Replace Gaussian drift with normalized directional attraction (Eq. [T).

3. Reverse dynamics: Augment the backbone’s score-based update with the radial attraction
and short-range repulsion described in Section [3| (with the repulsion term given by Eq.[2).

SSD Training Modification. SSD modifies only the data corruption mechanism and the corre-
sponding regression target while keeping all other training components (architecture, loss function
form, optimizer, schedules) identical to the baseline:

1. Shell distribution at ¢ = 7": The forward corruption path ends at the SSD shell distribution
defined in Sectionrather than x7 ~ N(0,021).

2. Forward corruption: Training samples x; are generated in closed form around the determin-
istic SSD trajectory, with a freshly sampled shell target and permutation 7w (Appendix
item C5); the SDE is not integrated. This replaces the standard Gaussian perturbation
X; = X + 0:€.

3. Score target. Marginalizing over the shell draw, the conditional kernel p;(x; | xo, ) does

not admit a closed-form Gaussian density and the baseline’s analytic Gaussian score is
not a valid target. Conditioned additionally on the shell target, the corrupted sample is
X¢ = X¢ + T¢€, Where X, is the deterministic SSD trajectory at time ¢ (Eq. [T|with o = 0),
e ~N(0,I),and 7} = f(: o2 ds. Under this conditioning, the kernel is exactly Gaussian,
centered at X; with variance 77, and the corresponding analytic score —(x; — X;)/77 serves
as the DSM regression target.
The score network thus learns the geometry-aware score of the SSD forward marginals,
while the loss form (denoising L? regression onto an analytic score target) is identical to
the baseline backbone. Only the trajectory the score is regressed against changes—from a
straight Gaussian path to the SSD shell-bound path.

The DSM loss form, optimizer, learning rate, batch size, and training steps remain unchanged from
the baseline. The only differences are the corruption distribution from which x; is drawn and the
corresponding analytic score target; both follow directly from the SSD corruption path, and no
optimization hyperparameters are altered (measured training cost in Table[I7). Critically, the score
network learns geometry-aware representations from training, not just at inference.
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MCF. MCEF uses a different architecture based on continuous convolutional layers (SchNet-style)
rather than message-passing GNNs:

* Architecture: 6-layer SchNet with cutoff radius 5 A, hidden dimension 128, and continuous
filter size 64.

* Training: DDPM-based training with the standard variational lower bound objective over
T = 1000 diffusion steps.

* Optimizer: Adam with learning rate 1 x 10~%, cosine learning rate schedule, and gradient
clipping at norm 1.0.

* Batch size: 512 (using gradient accumulation over 8 microbatches of size 64).
* Training steps: 300K iterations for QM9, 750K for Drugs.

SSD-MCF. SSD-MCEF retains all MCF architectural and training details, replacing only the prior
and dynamics with SSD components as described above (shell initialization, SSD forward corruption,
and geometry-aware score targets).

K.4 Unconditional Refinement (EDM Backbone)

We follow EDM [Hoogeboom et al., [2022]] with an EGNN backbone [Satorras et al., 2021]], keeping
all hyperparameters and schedules unchanged.

EDM.
* Architecture: EGNN with 7 layers, hidden dimension 256, and SE(3)-equivariant coordinate
updates:
e&+§: ) x9)p(mi), (48)
J#i

where m;; encodes node/edge features and ¢, is a learned scalar function.
* Training: Denoising score matching with noise conditioning:
L= Bt xo,x, [HS@(Xtv Ut) — Vx, Ing(Xt‘XU)HQ} . (49)
+ Optimizer: Adam with learning rate 1 x 10~%, cosine annealing schedule, and weight decay
1012,
» Batch size: 64 for both QM9 and Drugs.
* Training steps: 120K iterations for QM9, 200K for Drugs.
* Sampling: Probability-flow ODE with 1000 function evaluations using the Heun solver.

SSD-EDM. SSD-EDM applies the same training configuration but replaces the Gaussian initial-
ization and dynamics with SSD. The EGNN architecture and all training hyperparameters remain
unchanged.

SSD Training Modification. SSD-EDM replaces Gaussian noise schedules with SSD forward
dynamics while preserving all other training components:

1. Initialization: Replace x7 ~ N(0, 02I) with the SSD shell sampling defined in Sectlonl

2. Forward process: Corrupt data via the SSD forward SDE (Eq. [1) instead of Gaussian
perturbation x; = X + 0€.

3. Score matching with thin-shell target. SSD-EDM uses the same thin-shell Gaussian
construction described above for SSD-SubGDiff: the DSM regression target is computed
analytically as —(x; — X;) /77, where X; is the deterministic SSD trajectory at time ¢ and

T2 = fot o2 ds. The loss form (L? regression onto an analytic score target) is identical to
EDM; only the target’s reference distribution changes from a Gaussian centered at X to a
thin-shell Gaussian centered at X;. The approximation bias is bounded by the O(72/r?) KL
gap of Appendix [J]| which remains < 0.06 under the combined thin-shell thickness analyzed
in Appendix [H]
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The EGNN architecture, optimizer (Adam with learning rate 1 x 104, cosine annealing), batch size
(64), and training steps (120K for QM9, 200K for Drugs) remain identical to EDM, so the score
network becomes geometry-aware from training, exactly as in the SSD-SubGDiff variant.

K.5 Unconditional Refinement (SSD-Flow)

SSD-Flow adapts the Flow Matching objective [Lipman et al., 2023| [Irwin et al.,[2025] to coordinate
space while incorporating SSD’s shell-based initialization and dynamics.

Architecture. SSD-Flow uses a coordinate-space architecture based on EDM’s EGNN backbone,
rather than the latent-space encoder used in SemlaFlow:

* Encoder: 5-layer EGNN with hidden dimension 128, processing atomic coordinates and
types directly.

* Substructure features: We incorporate subgraph pooling and attention mechanisms from
SemlaFlow to maintain compatibility with existing refinement protocols:

hg,, = Attention(Pool({h; : i € S})), (50)

where S denotes a detected substructure (e.g., rings, functional groups).

* Flow network: 7-layer EGNN predicting velocity fields vy (x¢, t) for coordinate-space flow
matching.

This design reduces the total parameter count from 46.6M (SemlaFlow) to 28.54M (SSD-Flow) while
maintaining the same flow formulation and number of function evaluations (NFEs).

Training objective. SSD-Flow trains a coordinate-space velocity field vy via flow matching [Lip-
man et al.l 2023|], regressing onto the conditional vector field of the SSD-shell probability path. The
forward process generates training pairs (xg, x;) by sampling x( from data, x7 from the SSD shell
prior (Section[3) with a fresh permutation 7, and x; by integrating the deterministic SSD forward
dynamics (Eq. With or = 0) from x( toward x up to time ¢. The conditional vector field along
this path is exactly the SSD forward drift evaluated at the simulated point:

Vtarget(xta XT, t) = (. (51
||X( () _ x|
The flow-matching loss is then standard:
2
Lpm = Et,xo,xT,ﬂ' {HVG (Xtv t) - Vtargel(xt7 XT, t) H } . (52)

Marginal-preserving by construction. Because the regression target is the true instantaneous
velocity of the simulated SSD-shell path, the trained vy generates the same marginals p; as the
SSD forward process—this is the marginal-preserving property of flow matching [Lipman et al.,
2023]], applied to a non-linear (radially attractive) probability path rather than a linear interpolation.
Consequently, SSD-Flow does not require any ad-hoc guidance terms in the training objective: the
radial alignment that v,,q enforces in the score-based reverse SDE (Section E]) is here absorbed into
the path itself, and is recovered automatically by the learned vy. The short-range repulsion v,
is applied only at inference (as in score-based reverse sampling) to prevent atomic collapse, and
contributes negligibly to performance in practice (Appendix [l.5] item C8).

Training details.

+ Optimizer: Adam with learning rate 1 x 10~%, cosine annealing, and weight decay 1076,
* Batch size: 64 for both QM9 and Drugs.
* Training steps: 120K iterations for QM9, 200K for Drugs.

* Sampling: Deterministic ODE integration (o, = 0) with 100 NFEs using the Dopri5
adaptive solver.
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SSD Training vs. Gaussian Baseline. Unlike SemlaFlow, which performs flow matching in latent
space with a Gaussian prior, SSD-Flow operates in coordinate space with a shell-based path:

* Probability path: The conditioning path is the SSD forward trajectory toward a chemically
calibrated shell point, replacing SemlaFlow’s latent-space Gaussian path.

» Target velocity: The regression target (Eq. is the instantaneous velocity of this path,
computed in closed form. No additional analytical guidance terms are added to the target.

* Velocity network: v, learns to match this geometry-aware path velocity, so inference is
a clean ODE integration of vy without further analytical augmentation (apart from the
inference-time repulsion vycp,).

All architectural and optimization settings remain as specified above. The key difference from
SemlaFlow is the use of a coordinate-space, shell-bound probability path rather than a latent-space
Gaussian path.

K.6 Inference and Evaluation
Sampling procedures. All models use their respective backbone’s default sampling procedure:
* GeoDiff/SubGDiff: Ancestral sampling (DDPM) with 7' = 5000 (QM9) or T = 500
(Drugs) steps.

* EDM/SSD-EDM: Probability-flow ODE with 1000 function evaluations using the Heun
solver.

* SemlaFlow/SSD-Flow: Deterministic ODE integration with 100 NFEs using Dopri5.
¢ MCF/SSD-MCF: DDPM sampling with 1000 steps (default) or DDIM with 50 steps (fast
sampling ablation).

For SSD variants, the shell initialization is applied at inference time:
) (@)
B — pop— ()
X _TSSDHv(i)Ha \4 N(Oal)a (53)

with a fresh random permutation 7 for atom-shell assignments.

Evaluation protocols. We follow the exact evaluation protocols defined by each backbone:

* Conditional generation (GeoDiff/SubGDiff): SubGDiff protocol with RMSD thresholds
0.5 A (QM9) and 1.25 A (Drugs), using the official evaluation script fromhttps://github,
com/GRAPH-0/SubGDiff.

* Conditional generation (MCF): Original MCF protocol with RMSD threshold
0.5 A, using the official implementation from https://github.com/divelab/
MolecularConformationl

* Unconditional refinement (EDM/SemlaFlow): SemlaFlow protocol with stability checks
(1 A neighborhood), validity (RDKit sanitization), and uniqueness (duplicate removal),
using the official evaluation pipeline from https://github. com/GRAPH-0/SemlaFlow.

All metrics are computed using the same preprocessing, alignment procedures, and post-processing
steps as the original papers to ensure fair comparison.

K.7 Computational Environment

Hardware. All experiments were conducted on NVIDIA A100 40GB GPUs. Training times per
epoch are reported in Table[T7] (Appendix [M].

Software.

* Framework: PyTorch 2.1.0 with CUDA 12.1
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* Mixed precision: Automatic mixed precision (AMP) training enabled
* Molecular libraries: RDKit 2023.03.1, OpenBabel 3.1.1

* Numerical libraries: NumPy 1.24.3, SciPy 1.10.1

* Graph libraries: PyTorch Geometric 2.3.0, DGL 1.1.0

Reproducibility. We use fixed random seeds (42 for training, 2023 for evaluation) across all experi-
ments; Table 3] additionally uses training seeds 43 and 44. All code, trained checkpoints, and evalua-
tion scripts are available at https://github.com/ShellDiffusion/SSD-ShellDiffusion.

K.8 Summary
In summary, SSD introduces minimal changes to existing backbones:

1. Two auto-calibrated constants: rssp and d,;, (computed once per dataset).
2. Two inherited schedules: «; and o; (mapped directly from backbone schedules).

3. Three analytic drift terms: Radial attraction, repulsion, and score correction (closed-form,
no learnable parameters).

This design ensures that SSD acts as a true plug-in enhancement: it improves generation quality and
stability without increasing model capacity, training cost, or inference time (Table[17)).

L Additional Ablations on Shell Geometry, Dynamics, and Noise

This appendix provides extended ablation studies complementing those in the main text. We evaluate
(1) the choice of shell radius for initialization, (ii) the role of geometric priors in the reverse process,
(iii) sensitivity to the thin-shell noise scale o; and whether Gaussian baselines can replicate SSD by
reducing their own noise, (iv) atom—shell assignment strategies, (v) radius calibration granularity
(per-dataset vs. per-size-bin vs. per-molecule), (vi) stratified evaluation across molecular scales, (vii)
calibrated radius vs. test-set mean, and (viii) behavior under distribution shift.

L.1 Shell Radius

We evaluate three radius families: small shells (0.01-5 A), the dataset-adaptive mean shell based
on the mean radius of centered training conformations (6.37 A, including a 7 A variant), and a

large shell (10 A). Table E] shows that excessively small radii induce atomic collapse and degrade
coverage, whereas overly large radii reduce sample quality. The mean shell provides the best overall
performance and remains competitive across backbones.

Table 9: Ablation on shell radius for SSD-SubGDiff (QM9). COV-R (higher is better) and MAT-R
(lower is better).

Initialization COV-R1t MAT-R|
SubGDiff (Gaussian init) 90.9 0.246
Mean shell (no SSD dynamics) 91.0 0.245
Small shell (0.01 A) 75.2 0.352
Small shell (1 A) 82.0 0.310
Small shell (5 A) 85.5 0.288
Mean shell (6.37 A) 93.2 0.238
Mean shell (7 A) 91.5 0.241
Large shell (10 A) 84.0 0.290

L.2 Geometric Priors in the Reverse Dynamics

With the mean shell fixed, Table [T0] evaluates the contribution of minimum-separation repulsion
dmin, thin-shell noise o, and their combination. Repulsion stabilizes close-contact regions and
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prevents collapse, while thin-shell noise improves coverage by diversifying radial configurations. The
combination yields the strongest performance, matching the full SSD dynamics.

Table 10: Ablation on geometric priors for SSD-SubGDiff (QM9). Mean shell (6.37 A) used for all
variants.

Variant COV-R1T MAT-R|
SubGDiff (Gaussian init) 90.9 0.246
Mean shell (no SSD dynamics) 91.0 0.245
Mean shell (no priors) 91.0 0.245
Mean shell + d;n 93.1 0.240
Mean shell + o 92.7 0.240
Mean shell + dp,i, + oy (full SSD) 93.2 0.238

L.3 Shell Geometry vs. Noise Tuning

We address two questions: (i) Does SSD require careful tuning of the thin-shell noise o,? (ii) Can
Gaussian baselines replicate SSD by reducing their noise scale? Table [IT]shows that SSD remains
stable when oy is scaled across five orders of magnitude, confirming that SSD does not rely on precise
noise calibration. Table[I2]shows that reducing Gaussian noise consistently degrades performance,
because noise reduction cannot alter the underlying high-dimensional concentration at radius o7v/3n.
Together, these results confirm that SSD’s advantages stem from its chemically scaled shell geometry,
not from noise tuning.

Table 11: Robustness to thin-shell noise scaling for SSD-SubGDiff on GEOM-QM9. SSD uses a
chemical shell at 7 = 6.37 A. The baseline o is inherited from SubGDiff without modification.

Variant COV-R{T MAT-R|
oy = 0 (deterministic) 93.1 0.240
Baseline (inherited) 93.2 0.238
Baseline x 10 93.0 0.239
Baseline x 102 92.9 0.239
Baseline x 103 92.8 0.240
Baseline x10* 92.7 0.241
Baseline x10° 92.5 0.242

Table 12: Reducing Gaussian noise does not replicate SSD on GEOM-QMS9. Gaussian uses a
dimensional shell at radius o7/ 3n where o is the forward noise scale and n is the number of atoms.

Variant COV-R1T MAT-R|
Baseline (SubGDiff) 90.9 0.2460
0.9 baseline 85.3 0.2450
0.8 x baseline 78.1 0.2720
0.7 x baseline 75.8 0.3205
0.5 x baseline 72.4 0.3520
0.1x baseline 60.3 0.3755
SSD (ours) 93.2 0.2380

L.4 Atom-Shell Assignment Strategies
SSD assigns shell points via a random permutation , preserving permutation symmetry. Table[I3]

compares this to deterministic nearest-distance matching (NDM). NDM enforces fixed atom—shell
correspondences, a condition never present during inference, which distorts the forward geometry
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and causes trajectories to deviate from the shell. As a result, NDM collapses coverage and severely
increases MAT-R, highlighting the importance of random assignment.

Table 13: Ablation on atom—shell assignment (GEOM-QM?9, SSD-SubGDiff). Random assignment
is the default; NDM significantly degrades performance.

Assignment Strategy COV-R{t MAT-R|
Random (default) 93.2 0.2380
Nearest-distance matching 0.0 1.7470

L.5 Radius Calibration: Per-Size-Bin and Per-Molecule Ablation

A natural concern is whether a single dataset-level shell radius rsgp suffices for diverse datasets such
as GEOM-Drugs, where molecules vary substantially in size. We address this with both a theoretical
and empirical analysis.

Theoretical necessity of dataset-level radius. Diffusion requires a fixed, unconditional terminal
distribution pr. A per-molecule radius r; would make pr conditional on molecular identity, so the
terminal distribution ceases to be well-defined as a marginal prior. In the unconditional refinement
setting (EDM, SSD-Flow), molecular identity is unavailable at inference, so per-molecule calibration
is fundamentally inapplicable.

Empirical analysis (conditional setting). In the conditional generation setting, where molecular
identity is available, finer-grained calibration is in principle possible. We compare three strategies on
GEOM-Drugs: (i) the dataset-level rssp used throughout the paper, (ii) per-size-bin radii (computed as
the per-group training-set mean over size buckets 20-30, 30-50, > 50 atoms), and (iii) a per-molecule
radius r; taken from each molecule’s training conformation.

Table 14: Radius calibration ablation on GEOM-Drugs (conditional, SSD-SubGDiff). Size-bin radii
are per-group training-set means. Even with full molecular identity available, finer calibration yields
< 0.3% improvement over the dataset-level default.

Shell strategy COV-R1t MAT-R|
Dataset-level rssp = 21.16 A (default) 92.50 0.8300
Per-size-bin (20-30: 15.60; 30-50: 20.30; >50: 23.61 A) 92.63 0.8282
Per-molecule r; 92.78 0.8274

The reverse dynamics, driven by radial attraction toward the shell center combined with score-based
local refinement, rapidly organize atoms into molecule-specific geometries regardless of the precise
initialization radius. This explains why a single dataset-level radius is empirically sufficient: the shell
sets the global scale, while molecule-specific structure is recovered by the learned score during the
reverse process.

L.6 Stratified Evaluation Across Molecular Scales

A second concern is whether SSD’s improvements degrade as molecules grow larger or move further
from the calibration center. We address this with a stratified evaluation on the GEOM-Drugs test set,
partitioning molecules by heavy-atom count.

The pattern is precisely what our theoretical analysis predicts. The Gaussian concentration radius
or+/3n grows with \/n, so for larger molecules the Gaussian prior places initialization further from
the chemically plausible scale—and SubGDiff degrades sharply (88.0 — 85.1 — 59.0 COV-R as
molecules grow). SSD-SubGDiff, in contrast, remains stable across all size groups (93.5 — 93.0
— 91.5 COV-R), because the chemically calibrated shell is anchored to molecular scale rather than
ambient dimensionality. The gain A therefore widens monotonically with molecule size, reaching
+32.5 COV-R for molecules with > 50 atoms.
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Table 15: Stratified evaluation on GEOM-Drugs by atom count (conditional, SubGDiff vs. SSD-
SubGDiff). Weighted averages are consistent with the GEOM-Drugs row of Table [T] (SubGDiff
~ 76.2, SSD-SubGDiff ~ 92.5 COV-R). SSD’s gain grows monotonically with molecule size, exactly
where the Gaussian baseline degrades most.

Atom count # Molecules SubGDiff COV-R SSD-SubGDiff COV-R A

20-30 16 88.0 93.5 +5.5
30-50 641 85.1 93.0 +7.9
> 50 343 59.0 91.5 +32.5

L.7 Calibrated Radius vs. Test-Set Mean

We further quantify how closely the auto-calibrated rssp (computed from the training set as described
in Appendix [K) matches the actual radial distribution of the test set. Using the identical computation
on test conformations, we obtain:

Table 16: Calibrated rsgp vs. test-set mean radius. The deviation is small in absolute terms and far
inside the regime where SSD remains robust (Table[9).

Dataset Test-set mean (A) 7SSD (1°\) Deviation (108)

QM9 7.88 6.37 1.51
Drugs 22.84 21.16 1.68

Two observations: (i) The absolute deviation (1.51 A on QM9, 1.68 Aon Drugs) is small relative to
the shell radius itself, and well inside the regime where SSD remains robust—Table E] shows that on
QM9, radii from 5-7 A all yield strong COV-R (85.5-93.2), with degradation only at extremes (0.01 or
10 A). (i1) Even when rssp does not exactly match the test-set mean, the shell-aware reverse dynamics
(radial attraction, repulsion, and score correction) actively compensate for moderate mismatch during
sampling.

Robustness regime. This robustness is bounded but real. Table E] establishes that on QM9, radii in
the 5-7 A range all yield strong COV-R (85.5-93.2), with degradation appearing only at extremes
(0.01 or 10 A). The ~20% deviation between rssp and the test-set mean falls comfortably inside this
operating range, and the shell-aware reverse dynamics actively compensate for the residual offset
during sampling. SSD therefore requires rgsp to lie within a broad chemically meaningful range,
which all reasonable training-set statistics satisfy, without requiring fine-grained calibration to test-set
means. This is consistent with the design philosophy in Section[2} SSD’s role is to anchor the prior
to molecular geometry rather than to a dimensional artifact, and a small additive offset within that
geometric range does not undo the alignment.

L.8 Generalization Under Distribution Shift

Finally, we discuss how SSD behaves under cross-dataset transfer. Generative models depend on
training data via two distinct mechanisms: (i) learned neural network weights 0, and (ii) dataset-
dependent statistics. SSD introduces exactly one dataset-dependent quantity beyond what every
coordinate-space generative model already needs: the scalar rsgp (auto-calibrated as described in
Appendix [K)), which is a one-pass training-set statistic computed in seconds, not a learned parameter.
Applying SSD to a new dataset therefore requires only recomputing rssp; no retraining is needed for
the shell prior itself.

Comparison with Gaussian baselines under distribution shift. Under distribution shift, the
Gaussian concentration radius o7+/3n remains fixed by dimensionality and drifts further from the
chemical scale of out-of-distribution molecules—the prior mismatch worsens on OOD data. SSD’s
T$sD, 1N contrast, can be trivially recalibrated for any new distribution. In this sense, SSD is strictly
more robust to distribution shift than Gaussian baselines: the shell prior adapts to new datasets
without retraining, while a Gaussian prior cannot adapt at all.
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Existing OOD-relevant evidence in the paper. (i) The cross-dataset evaluation between QM9
and Drugs already spans fundamentally different distributions (< 9 heavy atoms vs. mean 44,
rssp = 6.37 vs. 21.16 A), with the same calibration procedure applied independently to each dataset.
(i) Section[4.5]and Figure 2] (rows 3, panels i-1) show that SSD remains stable for large molecules
(> 21 atoms) and long-drift regimes (> 36.6 A), where the Gaussian baseline degrades rapidly. (iii)
Table E] confirms robustness across a wide range of shell radii (5-10 A on QM9 all yield COV-R
> 84). (iv) The stratified analysis in Appendix [C.6|shows SSD’s gain over Gaussian baselines grows
with molecule size, the opposite of degradation.

We note that fully cross-distribution transfer evaluation (i.e., training on one dataset and testing on
another with no retraining of 6) is not standard practice for any coordinate-space molecular generative
model in this literature, and is governed entirely by the generalization of learned weights—an axis
orthogonal to the shell prior design. SSD does not worsen this axis and improves the dataset-statistic
axis by making it adjustable in seconds.

L.9 Summary

Across all ablations, we observe four consistent principles: (1) radii must match molecular scale; (2)
geometric priors such as dy,i, and o, are beneficial only when paired with a shell-aligned forward
process; (3) thin-shell noise acts as minimal stochastic support for the shell geometry, not as a tunable
variance parameter; and (4) SSD’s gains cannot be reproduced by reducing Gaussian noise or using
deterministic atom—shell assignments. Together, these results show that SSD’s improvements stem
from a geometry-aligned forward—reverse process built on a chemically calibrated spherical shell.
Only SSD aligns initialization, noise structure, and reverse dynamics into a single geometry-consistent
framework.

M Efficiency Analysis

SSD introduces no additional parameters for coordinate-based diffusion backbones such as SubGDiff,
and therefore preserves both training and inference cost in these models. For latent flow-matching
backbones, SSD-Flow replaces SemlaFlow’s original encoder with a more compact EDM-style
encoder while maintaining the same flow-matching formulation and number of function evaluations.
This reduces parameter count and wall-clock time without altering the underlying objective. In all
SSD variants, batch sizes, optimizers, and sampling schedules remain identical to their corresponding
baselines. The additional SSD drift terms reuse pairwise distances already computed by the backbone
and thus introduce negligible overhead.

Training-time and parameter comparison. Table[l7|summarizes parameter counts and per-epoch
training time. SSD-SubGDiff matches SubGDiff exactly in both parameters and runtime, confirming
that SSD imposes no extra computational burden on coordinate diffusions. In contrast, SSD-Flow
achieves a substantially smaller encoder and faster training compared to SemlaFlow, owing to the use
of a more compact EDM-style encoder.

Table 17: Parameter and runtime comparison for coordinate and latent-flow backbones on GEOM-
QM9. SSD preserves coordinate-model runtime and reduces latent-flow cost.

Method Encoder Type Params (M) Training Time/epoch (min) Inference Time/step (ms)
SubGDiff SubGDiff encoder 0.79 2.16 0.38
SSD-SubGDiff  SubGDiff encoder 0.79 2.16 0.38
SemlaFlow SemlaFlow encoder 46.60 5.01 1.03
SSD-Flow EDM-style encoder 28.54 3.79 0.84

Architectural rationale for SSD-Flow. SSD-Flow utilizes a streamlined EDM-style encoder
compared to SemlaFlow. This architectural modification is necessary to adapt the latent-based
SemlaFlow framework to the coordinate-space SSD formulation: since SSD defines priors directly on
physical radii (rssp), it requires a backbone that operates in coordinate space rather than latent space.
While this change also contributes to efficiency (reducing parameters from 46.6M to 28.54M), the
performance gains are primarily attributed to the shell-guided prior and dynamics, as evidenced by
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our ablation studies (Table 2] where shell initialization consistently outperforms Gaussian baselines
under identical architectures) and by the controlled Gaussian-Flow comparison in Appendix
below.

M.1 Isolating the shell prior: Gaussian-Flow baseline

A direct concern raised in evaluation is whether the gains of SSD-Flow over SemlaFlow stem from
the SSD shell prior or from the architectural change (replacing SemlaFlow’s latent encoder with an
EDM-style coordinate encoder). Maintaining SemlaFlow’s latent-space encoder while imposing the
SSD prior is infeasible by construction: SSD defines initialization on physical Cartesian radii (rssp
in A), which is incompatible with operating in a learned latent space where “radius” has no chemical
meaning.

To isolate the contribution of the shell prior under a controlled architecture, we instead introduce a
Gaussian-Flow baseline: identical to SSD-Flow in every respect (EDM-style coordinate encoder,
flow-matching objective, substructure features, network depth, NFEs, optimizer, batch size, training
steps), except that the prior is the standard Gaussian A/ (0, 02.) rather than the spherical shell. This
yields a strict three-way comparison in which the only varied factor between Gaussian-Flow and
SSD-Flow is the prior.

Table 18: Isolating the shell prior in coordinate-space flow matching on GEOM-QM?9. SemlaFlow
and SSD-Flow are reproduced from Table|I} Gaussian-Flow (new) shares the EDM-style coordinate
encoder of SSD-Flow but uses a Gaussian prior. Under identical encoder, SSD-Flow outperforms
Gaussian-Flow by +2.4 Validity, +4.9 Uniqueness, and +1.8 MolStab—agains attributable solely to
the shell prior.

Model Encoder Prior Validity T Uniqueness { MolStab 1
SemlaFlow SemlaFlow enc.  Gaussian (latent) 994 954 99.7
Gaussian-Flow (new) EDM-style enc. Gaussian (coord) 97.6 95.1 98.1
SSD-Flow EDM-style enc. Shell (coord) 100.0 100.0 99.9

Interpretation. The Gaussian-Flow baseline achieves 97.6 Validity and 95.1 Uniqueness— below
SemlaFlow’s 99.4 and 95.4, despite using a smaller encoder. This isolates two effects that were
previously entangled in the SemlaFlow— SSD-Flow comparison: (i) Moving from SemlaFlow’s latent
encoder to a coordinate-space EDM-style encoder slightly reduces performance under a Gaussian
prior (—1.8 Validity, —1.6 MolStab); the lighter coordinate encoder by itself does not explain SSD-
Flow’s gains. (ii) Adding the shell prior on top of the same EDM-style encoder recovers and surpasses
SemlaFlow’s performance (4-2.4 Validity, +4.9 Uniqueness, +1.8 MolStab over Gaussian-Flow).
The shell prior is therefore the operative cause of SSD-Flow’s improvement, not the encoder change.
Combined with Table 2] where SSD also improves coordinate-space diffusion backbones (SubGDiff,
EDM) under zero architectural changes, this provides architecture-independent evidence for the shell
prior’s contribution across both diffusion and flow matching paradigms.

Why the encoder change is necessary, not a confound. We emphasize that the encoder substitution
in SSD-Flow is a structural requirement, not a design preference: SemlaFlow operates entirely in
latent space, so a Cartesian-radius shell prior cannot be applied without first moving generation back
to coordinate space. The Gaussian-Flow baseline demonstrates that, conditioned on this necessary
architectural shift, the shell prior contributes the dominant share of the gain.

Inference cost. Inference cost remains unchanged: SSD uses the same number of SDE or ODE
steps as each backbone, and the analytic radial and repulsion drifts contribute negligible cost relative
to the SE(3)-equivariant layers that dominate runtime.

Summary. Across all backbones and datasets, SSD preserves computational cost for coordinate
diffusions and reduces computation for latent-flow models, while substantially improving sampling
stability and final accuracy. This confirms that SSD’s benefits arise from its geometry-aligned
formulation rather than increased model capacity or runtime.
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N Scope and Design Choices

N.1 Scope of Applicability

SSD is designed as a plug-and-play geometric enhancement for coordinate-space molecular
generation models. Our framework directly applies to any backbone that performs diffusion or flow
matching on Cartesian coordinates x € R™*3, including:

* Diffusion models: GeoDiff, SubGDiff, EDM, GCDM, MuDiff
* Flow matching: Direct coordinate-space flows (e.g., SSD-Flow)
* Field-based models: MCF (which operates on coordinates despite field parameterization)

Latent-space models (e.g., GeoLDM [Xu et al., 2023]], SemlaFlow [Irwin et al., [2025]]): SSD
can be applied by replacing the latent encoder with a coordinate-space encoder while preserving
the downstream architecture. We demonstrate this with SSD-Flow (Section .T)), which replaces
SemlaFlow’s latent encoder with an EDM-style coordinate encoder, achieving improved performance
with 39% fewer parameters (Table 7).

Torsional-space models (e.g., Torsional Diffusion [Jing et al.,|2022]): These methods perform
diffusion on dihedral angles § € [0, 27)* rather than Cartesian coordinates. Extending SSD to
torsional representations would require reformulating shell-based priors on the manifold SO(2)*,
which is beyond the scope of this work but represents a natural direction for future research.

N.2 Design Philosophy

We deliberately prioritize simplicity and generality over task-specific optimizations:

Dataset-level calibration. SSD uses a single radius rssp (mean of training conformations) and
minimum separation dy,i, per dataset. This requires no per-molecule tuning and generalizes robustly
across molecular sizes (Section[4.5] Appendix [[). Crucially, rssp is a fixed dataset-level constant
rather than a time-varying or per-molecule quantity: it appears as a constant in the forward and
reverse SDEs (Section E]) so the terminal distribution p7 remains a well-defined unconditional
marginal prior, consistent with standard diffusion theory. Empirical evidence supporting this design—
including a comparison of dataset-level, per-size-bin, and per-molecule calibration that shows < 0.3%
improvement from finer-grained strategies—is provided in Appendix

No energy coupling. SSD provides geometric priors without explicit energy guidance, ensuring
compatibility with any backbone. Energy-based refinement can be added orthogonally via post-
processing or as an additional score term (Vyore + AV E).

Unimodal shell prior. Our spherical shell targets single-radius initialization, consistent with the
unimodal-radius regime of GEOM-QM9 and GEOM-Drugs. Distributions with strongly multimodal
radial structure—e.g., a dataset containing both small ligands and very large macromolecules whose
radii do not overlap—would benefit from a mixture-of-shells prior, which still defines a fixed
unconditional pr and remains compatible with the diffusion formalism. We leave such extensions to
future work.

N.3 What SSD Achieves
Key result. SSD consistently improves quality (MAT-R/P) and diversity (COV-R/P) across five

diverse backbones under identical training budgets, demonstrating that geometric priors are a
fundamental enhancement for coordinate-space molecular generation.

N.4 Limitations

We summarize the main limitations of SSD as a complement to the scope discussion above. (i)
Coordinate-space restriction. SSD’s shell prior is defined on Cartesian radii (rssp in A) and is there-
fore directly applicable to coordinate-space backbones. Latent-space models (e.g., SemlaFlow [Irwin
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Table 19: Summary of challenges addressed by SSD.

Challenge Status

Gaussian concentration mismatch v" Solved (Table 2} Appendix B)
Long-range drift & spatial entropy v" Solved (Table[4} Section 4.5)
Computational overhead v' Solved (Table zero added params)
Sampling efficiency v" Solved (Figure row 2: robust to 20-100 steps)
SE(3)-equivariance v’ Proven (Appendix |l
Forward-reverse consistency v’ Proven (Appendixlj} O(72/r?) error)

et al., |2025]], GeoLDM [Xu et al., 2023]]) require an architectural shift to a coordinate-space en-
coder before SSD can be applied (as we do in SSD-Flow); torsional-space models (e.g., Torsional
Diffusion [Jing et al., [2022]]) would require reformulating the shell prior on SO(2)*, which we
leave to future work. (ii) Single-radius shell prior. The shell radius rssp is a fixed dataset-level
constant—a structural requirement for pr to be a valid unconditional marginal in the diffusion
formalism (Appendix [L.3). Datasets whose radial distribution is strongly multimodal would in
principle benefit from a mixture-of-shells prior (which preserves a fixed unconditional pr), but
evaluating such extensions is outside the scope of this work; on the unimodal-radius distributions of
GEOM-QM9 and GEOM-Drugs, finer-grained calibration yields negligible improvement (Table [T4).
(iii) Statistical-significance reporting. Following the convention of all five baseline backbones, our
main results report point estimates without multi-seed error bars. While the magnitude of SSD’s
improvements substantially exceeds typical run-to-run variance in this literature, formal multi-seed
variance estimation is left for an extended journal version. (iv) Benchmark coverage. Evaluation
focuses on the standard GEOM-QM9 and GEOM-Drugs benchmarks under each backbone’s canoni-
cal protocol. Generalization to substantially different chemistries (e.g., metal-organic frameworks,
peptides) is not evaluated and is governed primarily by the generalization of the underlying backbone
weights, an axis orthogonal to the shell-prior design (see Appendix [L.8]for discussion).

N.5 Broader Impact

SSD improves the accuracy and efficiency of 3D molecular geometry generation, with potential
positive applications in drug discovery, materials science, and computational chemistry. By reducing
sampling cost and improving stability for larger molecules, SSD can lower the compute barrier for
academic and small-laboratory research groups working on conformer generation. SSD does not
generate or optimize molecular properties (e.g., toxicity, binding affinity, synthesizability) and does
not interface directly with experimental wet-lab or autonomous-discovery pipelines, so direct misuse
pathways are limited. As a foundational improvement to coordinate-space generative models, the
broader impacts of SSD mirror those of the underlying generative-modeling literature: improvements
to the quality of molecular generators may be combined downstream with property-prediction or
molecular-design pipelines, where standard responsible-research practices (target screening, dual-use
review, and access controls for sensitive chemistries) apply at the application layer rather than at the
geometry-generation layer addressed here. We are not aware of negative societal impacts that arise
specifically from the SSD framework itself.
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The abstract and Section 1 clearly state the three main contributions (shell-
aligned formulation, consistent backbone improvements, and efficiency/stability/scalability),
each of which is supported by experiments in Sectiond.T]and theoretical results in Appen-
dices[Mand [0

Guidelines:

e The answer [N/A ] means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It s fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]

Justification: Appendix [N.4|explicitly discusses four limitations of SSD: (i) coordinate-space
restriction (latent- and torsional-space backbones require adaptation), (ii) the single-radius
shell prior (a structural requirement of the diffusion formalism, with mixture-of-shells ex-
tensions left to future work), (iii) statistical-significance reporting (point estimates following
baseline convention; see also Question 7), and (iv) benchmark coverage (evaluation on
standard GEOM-QM9 and GEOM-Drugs benchmarks). Appendix [N]provides the broader
scope and design-philosophy discussion that contextualizes these limitations.

Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.

» The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

 The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best

42



judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]

Justification: All theoretical claims are stated with explicit assumptions and full proofs.
The Gaussian concentration result is derived in Appendix [B} SE(3)-equivariance of SSD is
proven in Appendix [I} thin-shell forward-reverse consistency, including the synchronized
convergence argument and the O(72/r?) KL bound, is proven in Appendix [ﬁ, shell thick-
ness analysis is given in Appendix [H| Clarifications relating SSD’s dynamics to standard
score-based diffusion theory (OU description, marginal consistency, score scaling, training
objective, and the role of v,¢) are provided in Appendix

Guidelines:

* The answer [N/A] means that the paper does not include theoretical results.

* All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

* All assumptions should be clearly stated or referenced in the statement of any theorems.

* The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

* Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

* Theorems and Lemmas that the proof relies upon should be properly referenced.
4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: We follow the official implementations and evaluation protocols of all five
backbones (GeoDiff, SubGDiff, EDM, SemlaFlow-style flow matching, MCF) without
modification. SSD’s only additional parameters (rssp and d,,;y, ) are auto-calibrated via a one-
pass dataset statistic (Appendix [K] Table[§). Complete training configurations, schedules,
optimizer settings, and evaluation pipelines are provided in Appendix [Kl Anonymous code
is released alongside submission.

Guidelines:

» The answer [N/A] means that the paper does not include experiments.

* If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

* If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

* Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.
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* While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example
(a) If the contribution is primarily a new algorithm, the paper should make it clear how

to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code

Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer: [Yes]

Justification: We release anonymized code, training scripts, and pretrained checkpoints at
the anonymous repository linked in the introduction footnote. All experiments use publicly
available datasets (GEOM-QM9, GEOM-Drugs); preprocessing follows the standard splits
documented in Appendix [E} identical to those used by GeoDiff, SubGDiff, EDM, and
SemlaFlow.

Guidelines:

* The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.

6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]

Justification: Section[d]specifies datasets, evaluation protocols, and metrics. Appendix K]
provides full training configurations: optimizer (Adam), learning rates, batch sizes, training
steps, schedules, and inference samplers for each backbone (Table[7). Appendix [E]details
data splits, and Appendix [D]defines all evaluation metrics.
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Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

* The full details can be provided either with the code, in appendix, or as supplemental
material.

7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer:

Justification: Following the convention of all five baseline backbones evaluated in this paper
(GeoDiff, SubGDiff, EDM, SemlaFlow, MCF) and the broader coordinate-space molecular
generation literature, our main results in Table[I|report point estimates (mean and median
over the standard evaluation set per protocol) without multi-seed error bars. The magnitude
of SSD’s improvements substantially exceeds typical run-to-run variance reported in this
literature (which is typically below 1%): for example, +13.34 COV-P on QM9-SubGDiff,
+17.8% MolStab on QM9-EDM, and +27.57 COV-R on Drugs-GeoDiff. We discuss this
trade-off explicitly in Appendix [N.4] (point iii). Formal multi-seed variance estimation is left
for an extended journal version.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
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